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Lecture 3: Statistical applications and modern frontiers



Lecture 3 roadmap

1. Finish the absolute-deviation example: a full asymptotic distribution
2. Rates of M-estimators from curvature versus stochastic oscillation
3. A cube-root example: estimating a mode by the shorth
4. Empirical risk minimization in classification and regression
5. Uniform density estimation, bootstrap, nuisance estimation, and frontiers

Takeaway. Today we repeatedly translate an entropy bound into a statistical conclusion.
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The empirical-process workflow

Write a basic
decomposition

Identify a local
function class

Bound its entropy /
Rademacher complexity

Balance noise with
population geometry

Conclude rate, limit,
or risk guarantee

A useful division of labor
Empirical process theory controls random fluctuations; the statistical model supplies curvature,
smoothness, margin, or identifiability.
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Recall the decomposition

Let
Mn = PnfX̄n

, ft(x) = |x − t|, M = Pfµ,

where µ = EX. We obtained
√

n(Mn − M) = Gnfµ + Gn(fX̄n
− fµ) +

√
n{ψ(X̄n)− ψ(µ)},

with ψ(t) = Pft.

Only one term was nonclassical

Bn := Gn(fX̄n
− fµ).

It evaluates the empirical process at a random, data-dependent index.
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Entropy gives asymptotic equicontinuity

The reverse triangle inequality gives

‖fs − ft‖P,2 ≤ |s− t|.

Hence, for every δ > 0,

N(ε,Fδ, L2(P)) ≤ 1 +
2δ
ε
, Fδ = {ft : |t − µ| ≤ δ}.

The local entropy integral tends to zero:∫ δ

0

√
log

(
1 +

2δ
ε

)
dε = O(δ).

Therefore
sup
|t−µ|≤δ

|Gn(ft − fµ)| is small when δ is small.

Since X̄n → µ, Bn = oP(1).
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The delta-method term

Assume the cdf G is continuous at µ. Then

ψ(t) = E|X − t|, ψ′(t) = 2G(t)− 1.

Thus √
n{ψ(X̄n)− ψ(µ)} = {2G(µ)− 1}

√
n(X̄n − µ) + oP(1).

Because √
n(X̄n − µ) = Gn(x 7→ x),

all first-order terms are now ordinary sample averages.
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The asymptotic distribution

Define the mean-zero influence function

φ(x) = |x − µ| − M + {2G(µ)− 1}(x − µ).

Then
√

n(Mn − M) =
1√

n

n∑
i=1

φ(Xi) + oP(1)⇒ N{0, Pφ2}.

What empirical process theory contributed
It justified replacing the random function fX̄n

by fµ inside the centered empirical process.
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A useful phenomenon: first-order adaptivity

If the distribution is symmetric about its mean, then G(µ) = 1/2 and

φ(x) = |x − µ| − M.

So estimating µ by X̄n has no first-order e�ect on the asymptotic variance of Mn.

Why?
The population map t 7→ E|X − t| is stationary at t = µ under symmetry. The plug-in error is
second order, while equicontinuity removes the stochastic random-index error.

Takeaway. Orthogonality / stationarity plus stochastic equicontinuity is a recurring source
of adaptivity in semiparametric statistics.
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Curvature versus stochastic oscillation

Consider a maximizer
θ̂n ∈ arg max

θ∈Θ
Pnmθ, θ0 ∈ arg max

θ∈Θ
Pmθ.

Suppose near θ0,
P(mθ −mθ0 ) ≤ −c d(θ, θ0)α

and
E sup

d(θ,θ0)≤δ
|Gn(mθ −mθ0 )| . φ(δ).

The empirical criterion can displace the maximizer until
√

n δα � φ(δ).
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A generic rate calculation

If the local fluctuation obeys φ(δ) � δβ , then

δα � n−1/2δβ =⇒ δn � n−1/{2(α−β)}.

Population dri� Local noise Rate Typical setting

δ2 δ n−1/2 regular finite-dimensional estimation
δ2 δ1/2 n−1/3 nonsmooth indicator criteria
δ δ1/2 n−1 change-point-type problems

Takeaway. Nonstandard rates arise because the local empirical process has nonstandard
geometry, not because the CLT itself changed.
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Regular Euclidean M-estimation

Suppose Θ ⊂ Rd and, locally,

|mθ(x)−mϑ(x)| ≤ F(x) ‖θ − ϑ‖2 , PF2 <∞.

Then the local class has an envelope δF and entropy

log N(εδ,Mδ, L2(P)) . d log(A/ε).

Chaining yields
E ‖Gn‖Mδ

. δ
√

d.

With quadratic curvature,
√

nδ2 � δ
√

d, so∥∥∥θ̂n − θ0

∥∥∥
2

= OP

(√
d/n
)
.

For fixed d, this is the usual root-n rate.
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From a rate to asymptotic normality

For a smooth finite-dimensional criterion, a local expansion gives

0 ≈ Pn ˙̀
θ̂n

= Pn ˙̀
θ0 + P ῭

θ0 (θ̂n − θ0) + remainder.

If empirical-process equicontinuity makes the remainder negligible, then
√

n(θ̂n − θ0) = −{P ῭
θ0}−1Gn ˙̀

θ0 + oP(1).

Where the theory enters

Uniform control justifies di�erentiating or linearizing a criterion at a random point θ̂n.
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The shorth: estimate a mode by the densest interval

Let p be a smooth symmetric unimodal density with mode θ0. For a fixed half-width a > 0, define

mθ(x) = 1{|x − θ| ≤ a}, M(θ) = Pmθ.

Then θ0 centers the interval of length 2a containing the most probability mass. Estimate it by

θ̂n ∈ arg max
θ

Pnmθ.

The criterion is nonsmooth
Moving θ slightly changes only observations near the two interval boundaries.
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Population geometry: quadratic curvature

By symmetry and smoothness,

M′(θ0) = p(θ0 + a)− p(θ0 − a) = 0.

Moreover,
M′′(θ0) = p′(θ0 + a)− p′(θ0 − a) < 0.

Hence, locally,
M(θ)− M(θ0) � −(θ − θ0)2.

The deterministic dri� still has the usual quadratic shape.
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Stochastic geometry: only boundary strips matter

For |θ − θ0| ≤ δ,

|mθ −mθ0 | ≤ 1{|X − (θ0 − a)| ≤ δ}+ 1{|X − (θ0 + a)| ≤ δ}.

Therefore
‖mθ −mθ0‖P,2 . δ1/2.

The local empirical-process fluctuation is consequently of order

φ(δ) � δ1/2.

Intuition
A shi� of size δ changes the criterion only on a set of probability order δ.
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Balancing gives the cube-root rate

Curvature and stochastic fluctuation balance at

δ2 � n−1/2δ1/2.

Thus
θ̂n − θ0 = OP(n−1/3).

The normalized estimator has a non-Gaussian argmax limit, typically of the form

arg max
t∈R

{σW(t)− ct2},

where W is two-sided Brownian motion.

Takeaway. The same chaining machinery predicts both the unusual rate and the need for a
process-level, rather than scalar, limit theorem.
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Classification as an empirical-process problem

For classifiers g : Z → {0, 1},

L(g) = P1{g(Z) 6= Y}, ĝ ∈ arg min
g∈C

Ln(g).

If g∗ ∈ arg ming∈C L(g), then

L(ĝ)− L(g∗) ≤ 2 sup
g∈C
|Ln(g)− L(g)|.

If VC(C) = V , then with probability at least 1− δ,

L(ĝ)− L(g∗) .
√

V
n

+

√
log(1/δ)

n
.
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What the VC bound says – and does not say

It says

I ERM generalizes if V � n.
I The guarantee is distribution-free.
I Complexity, not the raw number of

parameters, is the relevant quantity.

It does not say

I The rate is always optimal.
I Every point is equally di�icult.
I Noise near the decision boundary is

irrelevant.

Takeaway. Global uniform convergence is a safe first bound; localized complexity can be
much sharper.
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Localization and the excess-risk fixed point

Let
F(r) = {f ∈ F : Pf − inf

g∈F
Pg ≤ r}.

The ERM excess risk r̂ satisfies an implicit inequality of the form

r̂ . sup
f ,g∈F (̂r)

|(Pn − P)(f − g)|.

If a high-probability local bound Un(r) is available, solve

r � Un(r).

Why fast rates become possible
Near the optimum, the class is smaller and the variance of excess losses may be proportional to
their mean. Both e�ects reduce local fluctuations.
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A simple fast-rate heuristic

Suppose an excess-loss class obeys a Bernstein condition

Ph2 . (Ph)β , 0 ≤ β ≤ 1,

and has VC-type complexity V . At excess risk r, the L2(P) radius is about rβ/2, so local
fluctuations scale as

Un(r) ≈
√

Vrβ

n
+

V
n
.

Solving r ≈ Un(r) gives faster rates than
√

V/n when β > 0; at the strongest case β = 1,

r � V
n

up to logarithms.

In classification, margin/noise assumptions provide such variance–mean relations.
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Least squares: the basic inequality

Suppose
Y = f0(Z) + ξ, E(ξ | Z) = 0,

and
f̂ ∈ arg min

f∈F
Pn{Y − f (Z)}2.

If f0 ∈ F , empirical optimality gives∥∥∥f̂ − f0

∥∥∥2

Pn,2
≤ 2

n

n∑
i=1

ξi{f̂ − f0}(Zi).

A new empirical process
The right side is a multiplier process: a stochastic process indexed by f − f0 and weighted by the
noise ξi.
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Entropy determines a nonparametric rate

Suppose the local function class has metric entropy

log N(ε,F , L2(P)) � ε−p.

Chaining suggests a local noise size, for ‖f − f0‖P,2 ≤ δ, of order

1√
n

∫ δ

0
ε−p/2 dε � δ1−p/2

√
n

(p < 2).

Balance with the quadratic least-squares curvature δ2:

δ2 � n−1/2δ1−p/2 =⇒ δn � n−1/(2+p).

The squared prediction risk is of order n−2/(2+p).
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Hölder regression: the familiar minimax rate emerges

For an α-smooth function on [0, 1]d,

log N(ε,F , L2(P)) � ε−d/α.

Thus p = d/α, and the preceding balance gives

∥∥∥f̂ − f0

∥∥∥
P,2

= OP

(
n−α/(2α+d)

)
,

∥∥∥f̂ − f0

∥∥∥2

P,2
= OP

(
n−2α/(2α+d)

)
.

Statistical meaning
The curse of dimensionality is exactly the growth rate of metric entropy at fine resolution.

For rougher classes where the global integral diverges, truncated/local chaining recovers the same fixed-point principle.
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High-dimensional linear prediction revisited

For fβ(x) = β>x with ‖β‖1 ≤ R and |Xj| ≤ 1,

Rn(F) . R
√

log p
n

.

For a Lipschitz loss `(y, ·), the contraction principle transfers this to the loss class:

Rn(` ◦ F) . LR
√

log p
n

.

Hence ERM over an `1 ball can generalize even when p� n, provided the radius is controlled.

Takeaway. Rademacher complexity provides a direct route from regularization geometry to
a prediction guarantee.
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Kernel density estimation: bias plus an empirical process

For bandwidth h in Rd,

p̂h(y) =
1

nhd

n∑
i=1

K
(

y − Xi

h

)
.

Decompose

p̂h(y)− p(y) = (Pn − P)

[
h−dK

(
y − X

h

)]
︸ ︷︷ ︸

stochastic empirical process

+ Ep̂h(y)− p(y)︸ ︷︷ ︸
bias

.

Uniform estimation requires a supremum over both y and possibly h.
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What empirical-process theory delivers for KDE

For many kernels, the translated-and-rescaled class is VC-type. Uniform entropy and
concentration yield, schematically,

sup
y
|p̂h(y)− Ep̂h(y)| = OP

(√
log(1/h)

nhd +
log(1/h)

nhd

)
.

Combined with a smoothness bias bound, one can
I choose bandwidths by balancing bias and stochastic fluctuation,
I prove uniform consistency and sup-norm rates,
I construct simultaneous confidence bands,
I justify data-dependent bandwidth ranges.

Takeaway. The process viewpoint handles an entire estimated curve, not just p̂h(y) at one
fixed location.
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Donsker theory: from scalar CLTs to simultaneous inference

A classF is P-Donsker if
Gn ⇒ GP in `∞(F),

where GP is a tight centered Gaussian process with covariance

Cov{GPf ,GPg} = P(fg)− Pf Pg.

This supports continuous functionals such as

sup
f∈F
|Gnf |, arg max

f∈F
Gnf ,

∫
{Gnf}2 dν(f ).

Examples
Goodness-of-fit tests, simultaneous confidence bands, quantile processes, and asymptotic distri-
butions of nonsmooth estimators.
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Multiplier bootstrap for a supremum

Generate independent multipliers ξi with Eξi = 0, Eξ2
i = 1, and define

Gξnf =
1√

n

n∑
i=1

ξi{f (Xi)− Pnf}.

Conditional on the data, Gξn mimics the covariance and increment geometry of Gn.

Use
Approximate the distribution of

sup
f∈F
|Gnf |

by conditional quantiles of
sup
f∈F
|Gξnf |.

This is the basis of many simultaneous bands and high-dimensional max tests.
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Estimated nuisance functions and stochastic equicontinuity

Semiparametric estimators o�en contain a data-estimated nuisance η̂:

Ψ̂−Ψ(P) = (Pn − P)ψη0 + (Pn − P)(ψη̂ − ψη0 )︸ ︷︷ ︸
random-index EP term

+bias remainder.

A Donsker/equicontinuity argument can show

Gn(ψη̂ − ψη0 ) = oP(1)

when ‖ψη̂ − ψη0‖P,2 → 0.

Modern alternative
Sample splitting and cross-fitting weaken global Donsker requirements by making the nuisance
approximately fixed on the evaluation sample; empirical-process bounds still control the remain-
der.
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Where the field is moving

Localized and o�set complexity Sharp excess-risk bounds, interpolation, benign over-
fitting, and model-dependent rates.

High-dimensional Gaussian approximation Distributions of maxima and suprema when the class or
dimension grows rapidly with n.

Data-adaptive classes Post-selection inference, learned representations, tun-
ing, and random function classes.

Heavy tails and robustness Empirical processes for truncation, median-of-means,
robust losses, and self-normalized procedures.

Dependence and adaptivity Time series, spatial data, networks, bandits, and rein-
forcement learning.

Complex modern models Neural networks, kernels, generative models, and im-
plicit algorithmic regularization.

Takeaway. The core question remains unchanged: how large are the random fluctuations of a
structured family of sample averages?
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What to remember: six reusable principles

1. Search creates a supremum.

2. Pointwise probability is not enough for data-selected functions.
3. Symmetrization exposes a centered conditional process.
4. Entropy and VC dimension quantify distinguishable candidates.
5. Chaining exploits correlation across scales.
6. Localization converts maximal inequalities into sharp statistical rates.

One sentence
Empirical process theory is the geometry of uniform stochastic error, designed so that statistical
optimization and inference can be analyzed systematically.
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A reading path a�er the mini-course

1. First pass and applications: B. Sen, A Gentle Introduction to Empirical Process Theory and
Applications.

2. Chaining intuition: D. Pollard, Empirical Processes: Theory and Applications; and Convergence of
Stochastic Processes.

3. Classical reference: A. van der Vaart and J. Wellner, Weak Convergence and Empirical Processes.

4. M-estimation and rates: A. van der Vaart, Asymptotic Statistics; S. van de Geer, Empirical Processes in
M-Estimation.

5. Modern nonparametrics / learning: E. Giné and R. Nickl, Mathematical Foundations of
Infinite-Dimensional Statistical Models; M. Wainwright, High-Dimensional Statistics.

The appendix contains a compact theorem sheet and additional exercises.
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