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Where we are in the course

1. Evidence that survives looking
Statistical evidence, e-values, and anytime-valid inference

2. Multiple testing and closure
Multiple-testing basics, error criteria, classical closed testing,
and e-closure

3. Recent developments and applications
Improved procedures, clinical trials, permutation evidence, and
dynamic settings
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Menu for today

1. Examples
2. Notation and error criteria
3. Dependence structures
4. Reference procedures
5. Closed testing
6. Set-level statements and volcano plots
7. E-closure
8. Concluding weather-map example
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1. Examples



Why multiplicity matters

Brain imaging

About 105 voxel-wise
tests may end up as one

interpreted brain map
(Wible et al. 2009).

Gene screening

Thousands of genes are
summarised in heat

maps, lists, and
follow-up pathway
choices (Wali et al.

2014).

Confirmatory
claims

primary

secondary

dose

subgroup

Question(s)

What object should the theorem protect: a map, a gene list, a chosen
pathway, or a hierarchy of claims?
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Brain imaging: many local tests, one interpreted
map

many local voxel tests one interpreted activation map

fMRI example

Neuroimaging analyses may involve around 105 voxel-wise tests; the FBIRN
auditory-hallucination study illustrates the resulting activation maps (Wible et
al. 2009).

Multiplicity
Local voxel tests do not automatically validate clusters, regions, thresholds, or
the final activation map.
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Gene testing: one model per gene

Transcriptomics
For each gene g , fit
one model, for exam-
ple

Yg = β0g +β1g x +εg .

Then test

Hg : β1g = 0.

Typically m is in the
tens of thousands.

Multiplicity
The output may be a
gene list, a heat map,
a pathway analysis, or
a later filtered subset.
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The basic notation

Hypotheses, truth and decisions

We test m hypotheses H1, . . . , Hm. For a fixed data-generating dis-
tribution P, the true-null set is

N = NP = {i ∈ [m] : P ∈ Hi}, [m] = {1, . . . , m}.

A multiple-testing procedure reports a data-dependent rejection set
R ⊆ [m]. A collection of possible rejection sets is denoted by a
calligraphic letter, for example R ⊆ 2[m].

False discoveries and FDP
For a candidate rejection set R ⊆ [m],

false discoveries = R ∩ N, |R ∩ N| = number of false discoveries,

FDPN(R) = |R ∩ N|
|R| ∨ 1 .

Notation convention
Ordinary capital letters such as R, S, N denote sets of hypotheses.
Calligraphic letters such as R denote collections of sets, in line with
Xu et al. notation.
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What goes wrong without multiplicity control?
If every true null is tested separately with a valid level-0.05 test, and R
is the set of local rejections, then

E[|R ∩ N|] ≤ 0.05|N|.

If the local tests have size close to 0.05, this is about 5% of the true
nulls on average.

Back-of-the-envelope

With 100,000 true nulls, unadjusted level-0.05 local testing suggests
about 5,000 false positives on average.

Local versus global

A local guarantee says: each true null is falsely rejected with proba-
bility at most α. A global or simultaneous guarantee says something
about the whole data-dependent set R, or about many possible sets
at once.
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2. Error criteria



Several error criteria

Tail probabilities and expectations

FWER = P{|R ∩ N| > 0}, any false discovery?
P{|R ∩ N| ≥ k} generalized FWER, k or more false discoveries?

FDXγ = P{FDPN(R) > γ}, bad realised FDP?
FDR = E

[
FDPN(R)

]
, average realised FDP.

Strong control

Strong control means the bound holds for every data-generating dis-
tribution P in the model, and therefore for every possible configura-
tion of true and false null hypotheses. Weak control usually means
the bound is required only under the global null, N = [m].
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Mean control is not tail control

Different mathematical statements

E[FDP] ≤ 0.05 ⇍⇒ P(FDP ≤ 0.05) ≥ 0.95.

▶ FDR is an expectation.
▶ FDX and simultaneous FDP bounds are tail-probability

statements.
▶ Two procedures can have the same FDR and very different

realised FDP behaviour.

Question(s)

When a consortium says “we can tolerate 5% false discoveries”,
do they mean a long-run average, a high-probability guarantee,
or a small probability of any error?
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Same FDR, different realised FDP

dataset

FDP

almost always small

rare disaster

Observation
Expectation control answers a different question from controlling
the chance of a bad realised FDP.
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3. Dependence structures



Why dependence matters

Marginal validity is not enough

A vector of valid local p-values p1, . . . , pm or e-values E1, . . . , Em gives
one-dimensional guarantees. The joint law determines which multiple-
testing theorem applies.

Question(s)

In an application, is dependence mainly a nuisance to be protected
against, or structure that should be used for power?
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Main dependence regimes

Independence
True-null tests are jointly independent,
or independent in the sense required by
the theorem. Typical for independent
studies or idealised screening.

Positive dependence / PRDS
A conditional positive-dependence
property of the p-value vector;
roughly, small p-values tend to occur
together. Supports BH under suitable
conditions; typical for some one-sided
Gaussian tests with nonnegative
correlations.

Arbitrary dependence
No sign, shape or invariance restric-
tions. Typical for complex omics
pipelines, two-sided contrasts, prepro-
cessing, unknown correlations.

Permutation / invariance
Under the null, the joint law is un-
changed by labels, permutations or
sign flips. Typical for randomised ex-
periments, paired designs, exchange-
able residuals, cluster inference.
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Where do regression and ANOVA fit?

Linear regression / ANOVA

The observations may be independent, but the many test statistics are
often dependent because they share the same subjects, design matrix,
covariates, residual variance estimate, or correlated features.

▶ Model-based p-values may satisfy independence or PRDS only in
special designs.

▶ For Gaussian one-sided tests, nonnegative correlations can support
PRDS-type arguments.

▶ Two-sided tests, correlated covariates and shared variance estimates
can leave the PRDS regime.

▶ Randomisation, exchangeable labels, paired sign flips, or
exchangeable residuals can instead justify permutation calibration.

Distinction
“The rows are independent” is not the same as “the p-values are inde-
pendent”.
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Arbitrary dependence versus permutation validity

Arbitrary dependence

A procedure valid under arbitrary dependence works for every joint
distribution of the valid local evidence. It typically protects against
unknown dependence by paying a power price.

Permutation / randomisation regime

A permutation method can allow very strong dependence, but it needs
a different kind of structure: under the relevant null, the joint distri-
bution is invariant under the chosen permutations or sign flips.

Observation
Permutation is not “less dependence”. It is extra design information
about the null distribution, which can be used to calibrate joint evi-
dence more sharply than a worst-case arbitrary-dependence bound.
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4. Reference procedures



P-value reference procedures

Bonferroni, Holm and Hommel
Bonferroni rejects Hi if pi ≤ α/m; Holm is its step-down improvement.
Both control FWER under arbitrary dependence (Holm 1979; Marcus
et al. 1976). Hommel is a more powerful FWER procedure based on
the closure idea developed below; it is valid under independence and
under suitable positive-dependence conditions (Hommel 1988).

BH and BY

BH rejects all p(i) ≤ k̂α/m, where

k̂ = max{k : p(k) ≤ kα/m}.

BH controls FDR under independence/PRDS. BY replaces α by α/cm,
cm =

∑m
j=1 1/j , and controls FDR under arbitrary dependence (Ben-

jamini and Hochberg 1995; Benjamini and Yekutieli 2001).
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eBH as an e-value reference procedure

eBH
For elementary e-values e1, . . . , em, order e[1] ≥ · · · ≥ e[m] and reject
the largest k̂ where

k̂ = max{k : e[k] ≥ m/(αk)}.

Then reject all hypotheses with one of the k̂ largest e-values.

Validity

eBH controls FDR under arbitrary dependence of valid e-values (Wang
and Ramdas 2022).

E-values and Multiple Testing - Lecture 2 21/66



A simple permutation reference method

MaxT idea

Use the observed statistics T (0)
1 , . . . , T (0)

m . For B random permuta-
tions b = 1, . . . , B, recompute T (b)

1 , . . . , T (b)
m and define

padj
i =

1 + #{b ∈ {1, . . . , B} : maxj T (b)
j ≥ T (0)

i }
B + 1 .

Reject Hi when padj
i ≤ α.

Validity

This tests the joint null using a valid permutation distribution. For
strong FWER control, one needs additional joint-null assumptions,
or permutation tests for the relevant intersections followed by clo-
sure. Step-down Westfall–Young variants improve power (Westfall
and Young 1993).
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Reference procedures: assumptions
Procedure Target Validity regime

Bonferroni /
Holm

FWER arbitrary dependence of valid p-values

Hommel FWER independence or suitable positive de-
pendence

BH FDR independence or PRDS
BY FDR arbitrary dependence
eBH FDR arbitrary dependence
Permutation
maxT

FWER joint-null validity; strong FWER un-
der subset pivotality or via closed in-
tersection tests

Question(s)

Is “conservative” a property of a formula, or of the formula plus the
dependence and design assumptions?
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5. Intersection hypotheses



Intersection hypotheses

Definition
For each nonempty S ⊆ [m], define

HS =
⋂
i∈S

Hi .

The intersection HS says that all elementary hypotheses in S are true.

Observation
When N is nonempty, the true-null set defines one special true inter-
section:

HN =
⋂
i∈N

Hi .

We do not know which one it is, so closure constructs local tests for
all nonempty intersections.
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The lattice for three hypotheses

H123

H12 H13 H23

H1 H2 H3

Question(s)

Why should rejecting H1 require rejection of H12, H13 and H123?
The FWER proof answers this.
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Classical closed testing

Local tests
Suppose that for every nonempty S ⊆ [m], we have a valid level-
α local test ϕS of HS :

sup
P∈HS

EP [ϕS ] ≤ α, ϕS ∈ {0, 1}.

Closure rule
The closed testing procedure rejects Hi if and only if

ϕS = 1 for every S ⊆ [m] with i ∈ S.

In words: to reject Hi , reject every intersection containing it.
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Why closed testing gives strong FWER control

Closed-testing rule

Reject Hi only if every intersection HS with i ∈ S is rejected locally.

If N = ∅, no false rejection is possible. Otherwise let

N = NP = {i ∈ [m] : Hi is true under P}, HN =
⋂
i∈N

Hi .

Then HN is true.

Key idea

If closed testing makes a false rejection, then it rejects some Hi with
i ∈ N. Since HN is one of the intersections containing i , the local
test of HN must also reject.

Therefore
{R ∩ N ̸= ∅} ⊆ {local test of HN rejects}.

Since the local test of the true intersection HN has level α,

FWER = P(R ∩ N ̸= ∅) ≤ P(reject HN) ≤ α.
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Closed testing as a design principle

test each
intersection HS

apply closure
logic

simultaneous
guarantee

Observation
The statistical work is in the local intersection tests. The closure
argument is generic.
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What can the local tests be?

Bonferroni local test
For HS , reject if

min
i∈S

pi ≤ α

|S| .

Closing these tests gives Holm.

Simes local test
For S ⊆ [m], define

pSimes(S) = 1 ∧ min
1≤j≤|S|

|S|p(j:S)

j .

Reject HS if pSimes(S) ≤ α. Valid
when the Simes inequality holds;
independence and suitable positive-
dependence conditions are standard
sufficient cases (Benjamini and Yeku-
tieli 2001; Simes 1986).

Other local tests
Local tests can exploit covariance,
permutation symmetry, regres-
sion/ANOVA structure, survival
models, or logical constraints.

Examples after closure
Bonferroni → Holm.
Simes → Hommel and Goeman-Solari
FDP bounds.
Permutation tests → Westfall-Young-
type procedures.

Observation
Closure is a generic way to plug in pow-
erful multivariate tests.

E-values and Multiple Testing - Lecture 2 30/66



Examples of what closure gives

Bonferroni
Local Bonferroni tests closed over all
intersections give Holm for elementary
rejections.

Simes
Local Simes tests closed over all
intersections give Hommel’s FWER
procedure and Goeman-Solari true-
discovery/FDP bounds.

Permutation
Local maxT/minP tests give Westfall-
Young-type procedures when the per-
mutation null is valid.

Logical restrictions
Local tests can improve when some
truth configurations are impossible.

Observation
The closure rule is the same; the scientific and mathematical content
sits in the local tests.
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Logical restrictions can help

Three pairwise comparisons

Suppose three group means have hypotheses

H12 : µ1 = µ2, H13 : µ1 = µ3, H23 : µ2 = µ3.

Truth configurations are restricted by transitivity: if H12 and H23
are true, then H13 is true.

Observation
Closed testing can exploit logical restrictions. Generic corrections
usually treat many impossible truth configurations as possible
(Shaffer 1986).
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6. Set-level information



From elementary rejections to set-level statements

Let ϕS denote the closed decision for HS :

ϕS = 1 ⇐⇒ ϕT = 1 for every T ⊇ S.

For R ⊆ [m], define

tα(R) = max
(
{0} ∪ {|S| : ∅ ̸= S ⊆ R, ϕS = 0}

)
.

Observation
tα(R) is the size of the largest subset of R whose joint null has
not been ruled out by closure.
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Simultaneous FDP bounds
With probability at least 1 − α, simultaneously for every R ⊆ [m],

|R ∩ N| ≤ tα(R).

Consequently,
|R| − tα(R)

is a simultaneous lower confidence bound on the number of false
nulls in R, and

FDPN(R) ≤ tα(R)
|R| ∨ 1

is a simultaneous upper confidence bound on its FDP.

Observation
The same high-probability event works for all candidate sets R
at once (Goeman et al. 2019; Goeman and Solari 2011).
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Post-hoc set choice is allowed when covered by
simultaneity

Pathway after looking

After inspecting a heat map and pathway annotations, a re-
searcher chooses a pathway with 63 genes. A closed-testing
analysis reports

t0.05(R) = 12.

Then, with simultaneous 95% confidence, at most 12 of the 63
selected genes are true nulls; equivalently, at least 51 are truly
associated.

Observation
The pathway did not have to be chosen before looking at the
data, because the statement was simultaneous over all R from
the beginning.
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Nonconsonance is not a bug

Consonance
A closed procedure is consonant if every rejected intersection
contains at least one rejected elementary hypothesis.

Nonconsonance
A procedure can reject an intersection HR without rejecting any
individual Hi in R.

Observation
For exploratory research, nonconsonance can be scientifically use-
ful: it may certify that a set contains signal even when no single
feature is strong enough on its own.
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A small nonconsonance picture

H123

H12 H13 H23

H1 H2 H3

Observation
Rejecting H12 says: not both H1 and H2 are true. This can be
useful even if neither H1 nor H2 is individually rejected.
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7. Volcano plots



Volcano plots

Omics display

Each point is one gene, pro-
tein, voxel, or feature.

▶ horizontal: estimated
effect size;

▶ vertical: local
significance;

▶ final selection often
keeps only statistically
strong and scientifically
large effects.

−2 0 2
0

2

4

6

estimated effect

−
lo

g 1
0(

p)

not selected
BH only

kept after filter
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Volcano-plot example: double filtering

Ebrahimpoor–
Goeman
Volcano plots combine
local significance and
effect-size filtering
(Ebrahimpoor and
Goeman 2021).

Problem
BH controls its own re-
jection set, not every
later subset chosen us-
ing both p-values and
effect estimates.
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After BH, an effect-size filter is applied

Suppose BH at level α returns RBH with

E[FDPN(RBH)] ≤ α.

Now keep only discoveries with sufficiently large estimated effect:

Rvolcano = {i ∈ RBH : |β̂i | ≥ c}.

Distinction
It is tempting to say that a subset of an FDR-controlled set is
even safer. That is false.

Observation
The effect estimate is random and usually based on the same
noisy data. The filter can preferentially retain null features with
extreme noise.
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8. Closure as structure



Closure as a complete-class principle

For a broad class of methods controlling tail probabilities of the
FDP - including FWER, generalized FWER, FDX, and
simultaneous FDP bounds - every valid procedure is either
equivalent to a closed testing procedure or uniformly dominated by
one (Goeman et al. 2021).

Observation
For tail-probability control of false discoveries, closure is a struc-
tural representation: admissible methods can be built from local
tests of intersections and the generic closure rule.

Question(s)

Does this make closed testing a philosophy of method design
rather than a correction formula?
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The asymmetry before e-closure

FWER / FDP tail probabilities

Classical closure
theory

complete-class closure theory; simulta-
neous sets available.

FDR / expected FDP

Before e-closure many powerful procedures, but usually
for one algorithmic rejection set.

Research frontier
E-closure fills this gap by replacing binary local tests with local
e-values and writing FDR as an expected loss.
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9. E-closure



Multiple testing as expected loss

Error function
For each possible true-null set S ⊆ [m], let

fS(R) ≥ 0

be the loss incurred by reporting R when the true-null set is S.
We use the conventions

fS(∅) = 0, f∅(R) = 0.

Examples

fS(R) = 1{R ∩ S ̸= ∅} gives FWER-type loss,

fS(R) = |R ∩ S|
|R| ∨ 1 gives FDP/FDR loss.
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E-collections

Xu et al. definition
An e-collection is a family

E = (ES)S⊆[m], E∅ = 0,

such that, for every data-generating distribution P,

EP [ENP ] ≤ 1.

Convenient sufficient construction
It is enough to choose ES as an e-variable for HS for every nonempty
S:

EP [ES ] ≤ 1 (P ∈ HS).

In this construction, ES is local evidence against the statement that
all hypotheses in S are true.
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Concrete e-collections in Xu et al.
Let S ⊆ [m] and let Ei or pi be elementary evidence for Hi .

Closed eBH
For valid elementary e-values, use

ES = 1
|S|

∑
i∈S

Ei .

This is an e-variable for HS under arbitrary dependence.

Closed BY

With hk =
∑k

j=1 1/j , calibrate p-values by

ES = 1
|S|

∑
i∈S

e|S|(pi), ek(p) = k 1{hkp ≤ α}
α(⌈khkp/α⌉ ∨ 1) .

Recovering BH under PRDS

Let RBH
α be the BH rejection set and define

Ẽi = m
α|RBH

α |
1{pi ≤ α|RBH

α |/m}, ES = 1
|S|

∑
i∈S

Ẽi .

Use the convention Ẽi = 0 if |RBH
α | = 0. This e-collection uses the

PRDS dependence-control argument behind BH.
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The e-closure family
Given an observed e-collection e = (eS), define the collection of
certified rejection sets

Rf
α(e) = {R ⊆ [m] : fS(R) ≤ αeS for every S ⊆ [m]} .

Interpretation

A set R is allowed only if every possible true-null set S has enough
local e-evidence to pay for the loss fS(R).

Research frontier
The e-closure theorem gives

EP

[
max

R∈Rf
α(E)

fNP (R)
]

≤ α.

This is the expected-loss analogue of simultaneous closure (Xu
et al. 2026).
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Classical closed testing as a special case

Take
fS(R) = 1{R ∩ S ̸= ∅}.

Suppose ϕS is a level-α local test of HS , and define

ES = ϕS
α

.

Then ES is an e-variable for HS . The e-closure condition becomes

1{R ∩ S ̸= ∅} ≤ ϕS .

Observation
Thus whenever R contains an index from S, the local test of HS
must reject. This recovers the classical closure rule.
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FDR through e-closure

For FDR, take

fS(R) = FDPS(R) = |R ∩ S|
|R| ∨ 1 .

Then the e-closed collection is

RFDR
α (e) =

{
R ⊆ [m] : eS ≥ |R ∩ S|

α(|R| ∨ 1) for every S ⊆ [m]
}

.

Applied to the random e-collection E ,

EP

[
max

R∈RFDR
α (E)

FDPNP (R)
]

≤ α.

E-values and Multiple Testing - Lecture 2 52/66



Closed procedures can use surplus evidence

Observation
When ES is chosen as an e-value for HS , it is graded evidence
against the intersection HS . Closure can use surplus evidence
against larger intersections even when no single elementary test
is overwhelming.

Research frontier
Closed versions of eBH, BY, and related procedures can be uni-
formly stronger than their original one-set versions, while pre-
serving the expected-loss guarantee (Xu et al. 2026).

Distinction
A uniform improvement of one procedure is not the same as
arbitrary post-hoc filtering. The flexibility must be included in
the theorem.
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10. Concluding example



What is a PIT value?

Probability integral transform

At location i and time t, let Fi ,t be the predictive CDF and Yi ,t the
realised value. The PIT value is

Ui ,t = Fi ,t(Yi ,t).

It is the forecast percentile at which the observation lands.

Calibration diagnostic

If Fi ,t is the correct continuous conditional distribution of Yi ,t given
the past, then

Ui ,t | Ft−1 ∼ Uniform(0, 1).

Thus calibrated forecasts should not put observations systematically
near 0, near 1, or near the centre (Gneiting et al. 2007; Thorarins-
dottir 2026).

Small caveat
A flat PIT histogram is a useful diagnostic, not a complete proof of
forecast quality: serial dependence and sharpness also matter.
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PIT histogram

Shapes
▶ roughly flat: no obvious

calibration problem;
▶ U-shaped: suggesting

underdispersion;
▶ hump-shaped: suggesting

overdispersion;
▶ sloping/skewed: systematic

bias.

One local question
For a single location i , a PIT his-
togram asks whether the marginal
distribution of Ui,1, Ui,2, . . . looks
compatible with Uniform(0, 1).

flat

underdispersed

overdispersed
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PIT histograms on a weather map

From one location to many
▶ For each map location i ,

collect PIT values over time.
▶ Test local calibration, with Hi

denoting conditional uniformity
of the PIT stream.

▶ The output is not one
histogram, but a spatial map
of calibration diagnostics.

Observation
Multiplicity enters because many lo-
cations are inspected at once, and in-
teresting subregions may be chosen
after seeing the map.

weather map

under-
dispersion bias
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One way to make PIT evidence sequential

Betting against uniformity

Choose nonnegative betting functions gi ,t with∫ 1

0
gi ,t(u) du = 1,

possibly chosen from past data. Define

Ei ,T =
T∏

t=1
gi ,t(Ui ,t).

Why this is an e-process

Under the local null Ui ,t | Ft−1 ∼ Uniform(0, 1),

E{gi ,t(Ui ,t) | Ft−1} = 1.

So (Ei ,T )T≥0 is a nonnegative martingale, hence an e-process for
local calibration.
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From PIT histograms to e-processes on a weather
map

Across-location multiplicity

For each location i , the PIT stream gives a local e-process (Ei ,t)t≥0
for conditional uniformity. At time T , set Ei := Ei ,T . For e-closure,
one possible intersection e-value is

ES = 1
|S|

∑
i∈S

Ei (S ̸= ∅),

valid under arbitrary dependence of the local e-values.

▶ eBH yields an FDR-controlled rejection set R of locations with
evidence of miscalibration.

▶ If a subregion is highlighted after seeing the map, plain eBH covers
only its own rejection set.

▶ E-closure can certify a family R of allowable region selections, so
post-hoc spatial choices can also have a valid expected-loss
guarantee.
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11. Summary



Summary
1. Start from the scientific output. A map, a gene list, a

post-hoc subset, and a confirmatory claim need different
guarantees.
Local validity alone is not enough when many hypotheses are
inspected together.

2. Be explicit about the error criterion. FWER, FDR, FDX,
and simultaneous FDP bounds answer different questions.
Strong control means the guarantee holds for every possible
true-null set NP ; weak control only under the global null.

3. Dependence assumptions are part of the method.
Bonferroni/Holm and BY are safe under arbitrary dependence;
BH needs independence or PRDS; permutation methods need
suitable null invariance and, for strong FWER, appropriate
joint-null structure; eBH works with valid e-values under
arbitrary dependence.

4. Closure is a design principle. Test every intersection HS
locally, then apply generic closure logic to obtain simultaneous
guarantees.

5. Volcano plots show why simultaneity matters. BH
controls its own rejection set, not every data-dependent subset
selected afterwards.

6. E-closure is the expected-loss analogue. Local e-values
for intersections certify a family R of allowable rejection sets
with a bound of the form

E
[
max
R∈R

fN(R)
]

≤ α.

Next: recent developments and applications
Lecture 3 will focus on improved procedures, applications, and
current research directions.
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