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Overview

The notes follow three lectures:

1. Evidence that survives looking. Statistical evidence, e-values, and anytime-valid infer-
ence.

2. From local tests to global guarantees. Multiple testing, classical closed testing, FWER,
and FDP tail guarantees.

3. E-closure and recent developments. FDR through e-closure, improved procedures,
permutation evidence, clinical trials, and dynamic settings.

Red boxes contain remarks/warnings. Blue boxes contain key ideas. Orange boxes contain
questions for discussion. Green boxes give scientific examples. Purple boxes point to current
research questions.

The terminology for e-values follows Ramdas and Wang (2025) and Grünwald, De Heide, and
Koolen (2024). The discussion of statistical evidence also draws on Chugg, Ramdas, and Grünwald
(2026). The multiple-testing notation and closure viewpoint are closest to Goeman, Hemerik,
and Solari (2021), Goeman and Solari (2011), and Xu et al. (2025).

Distinction
Throughout, validity and usefulness are different questions. A method may satisfy an exact
error guarantee and still have little power. A procedure can also look scientifically convincing
while having no valid guarantee for the way it was used. We will keep these questions separate
throughout the notes.
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Lecture 1: Evidence that survives looking

1 Statistical hypotheses, decisions, and evidence

A statistical model is a collection M of probability distributions on a measurable sample space
(Ω, F). A hypothesis is a subset H ⊆ M. The null hypothesis may be simple, containing one
distribution, or composite. For example,

H0 = {N(0, σ2) : σ > 0}

is composite because it contains one distribution for every σ > 0.

If the data-generating distribution is P ∈ H0, we say that H0 is true. Statistical methods can
serve different purposes. A method may prescribe an action, quantify estimation uncertainty,
compare predictive models, or summarize evidence concerning a hypothesis. These purposes are
related, but they have different mathematical guarantees.

There is no single accepted definition of “statistical evidence” across inferential traditions. In
these notes, an evidence measure is an observed numerical quantity with a stated mathematical
interpretation concerning H0. We first compare several familiar interpretations. Chugg, Ramdas,
and Grünwald (2026) give a useful recent comparison of p-values, likelihood ratios, Bayes factors,
e-values, and e-processes from the viewpoint of statistical evidence.

1.1 What should evidence do?

Chugg, Ramdas, and Grünwald (2026) group common views of statistical evidence into three
broad traditions:

• Error-probability accounts connect evidence to the chance that a method would produce
misleading results when a hypothesis is true. Type-I error, power, confidence statements, and
false-discovery guarantees belong to this family.

• Bayesian confirmation accounts ask how the observed data change support for hypotheses
or models, typically through posterior odds and Bayes factors.

• Likelihood accounts treat evidence as relative support between hypotheses based on how
well they explain the observed data, with the likelihood ratio as the central object.

These traditions agree on some desirable properties and disagree on others. The paper collects
21 criteria. A shorter list is enough for these lectures:

• Can the quantity express evidence against a single hypothesis, or does it require an explicit
alternative?

• Does it give a frequentist error guarantee when it is used for decisions?

• Can it handle composite and nonparametric hypotheses?

• Does the numerical scale have the same interpretation at different sample sizes?

• Can evidence from several studies be combined, including when the decision to run another
study depends on earlier results?

• What aspects of the sampling plan, including events that did not occur, affect the reported
evidence?
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• How much does the reported value depend on choices made by the analyst?

No candidate considered by Chugg, Ramdas, and Grünwald (2026) satisfies every proposed
criterion, and their list is not intended as a scorecard with one universally best measure of
evidence. These criteria will recur throughout the lecture. After defining e-variables and e-values
in Section 2, we return to how they fare on these criteria and to which properties depend on the
particular construction.

Question

Which properties in this list would you require before calling a number “evidence”? Which
are useful properties that you would be willing to trade for power, robustness, or simplicity?

1.2 Type-I error and Neyman–Pearson tests

A binary test is a random variable ϕ ∈ {0, 1}, where ϕ = 1 means that H0 is rejected. If P ∈ H0,
a rejection is a type-I error: the test rejects even though the null hypothesis is true. The type-I
error probability under P is

P (ϕ = 1) = EP [ϕ].
A test has level α if

sup
P ∈H0

P (ϕ = 1) ≤ α.

Thus, for every data-generating distribution allowed by the null, the probability that this rule
falsely rejects is at most α. If the same experiment were independently repeated many times
under a fixed P ∈ H0, the long-run fraction of rejections would converge to P (ϕ = 1), which is
at most α.

The Neyman–Pearson framework is a theory of decision rules and their error probabilities. In its
basic form, the hypotheses, rejection rule, type-I error level, and a criterion involving type-II error
or power are specified before observing the data (Neyman and Pearson 1933). This guarantee
concerns the probability that the rule makes a false rejection under repeated sampling. It does not
assign a probability to H0, and it does not give a graded evidential meaning to two observations
that lead to the same decision.

1.3 P-values: Fisher and Neyman–Pearson

A p-variable for H0 is a random variable p ∈ [0, 1] such that

P (p ≤ u) ≤ u, P ∈ H0, u ∈ [0, 1].

Its observed realization is called a p-value. This modern definition makes the type-I error
guarantee immediate: if α is chosen before seeing the data and we reject when p ≤ α, then

sup
P ∈H0

P (p ≤ α) ≤ α.

The numerical p-value has an older and different role in Fisher’s significance testing. Suppose,
for simplicity, that H0 = {P0} is simple and that large values of a test statistic T are more
incompatible with H0. After observing data x, the one-sided p-value is

p(x) = P0{T (X) ≥ T (x)}.

Thus the observed statistic is compared with what the null model predicts could have happened
in repetitions of the experiment. The ordering encoded by T determines what counts as “at least
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as extreme”. For a two-sided problem, nuisance parameters, or discrete data, the construction
needs additional choices, but the same idea remains: the p-value locates the observed discrepancy
within a null reference distribution.

The conditioning in this statement matters. A p-value of 0.03 does not mean that the null
hypothesis has probability 0.03, and it does not mean that the probability of the observed dataset
itself is 0.03. It says that, under the null model and the chosen notion of extremeness, the tail
probability at the observed statistic is 0.03.

In Fisher’s mature account, the exact significance level was meant to help assess how strongly
the data speak against the particular null hypothesis under consideration. A small p-value
gave a reason to question the null model. Fisher did not interpret p as P (H0 | X), and his
framework did not require a fully specified alternative. He also objected to turning the same
fixed significance threshold into an automatic decision rule for every scientific problem (Fisher
1955; 1956; Gigerenzer and Marewski 2015).

Neyman–Pearson testing asks a different question. Before the data are observed, one specifies the
hypotheses, a type-I error bound α, and a rejection rule, with power or type-II error entering the
design. The mathematical guarantee concerns the long-run error rates of that rule. If a p-variable
indexes a nested family of level-u tests, then the rule “reject when p ≤ α” is a convenient way to
implement the chosen level-α test. Once α has been fixed, the Neyman–Pearson guarantee uses
only whether p ≤ α. It does not say that p = 10−8 is stronger evidence than p = 0.04.

This explains an important source of confusion in applied statistics. The same reported number
is often asked to perform both jobs:

1. compare the p-value with a fixed threshold and make a binary decision, in the spirit of
Neyman–Pearson error control; and

2. interpret the numerical magnitude of the p-value as graded evidence against H0, in the spirit
of Fisherian significance testing.

Two issues should be separated. If the level-α rejection rule was fixed before seeing the data,
merely reporting the exact p-value, or discussing its numerical magnitude, does not change
the rejection event {p ≤ α}. The level-α type-I error bound for that prespecified decision
therefore remains mathematically true. What does not follow from Neyman–Pearson theory is an
evidential interpretation of the numerical magnitude of the same p-value: strict Neyman–Pearson
theory supplies a decision rule and its error probabilities, while reading smaller p-values as
stronger graded evidence adds a Fisherian interpretation. Contemporary practice often combines
these ideas, but that is a hybrid of inferential traditions. If the observed p-value is instead
used to change α, continue sampling, select another analysis, or make another data-dependent
error-controlled decision, then the procedure has changed and the original type-I error guarantee
need not apply. (Chugg, Ramdas, and Grünwald 2026; Gigerenzer and Marewski 2015)

Two roles for one number
Reporting an exact p-value is not the same as using it to make a second data-dependent
decision. A prespecified Neyman–Pearson rejection rule retains its type-I error guarantee
when the exact p-value is also reported. The conceptual issue is that Neyman–Pearson theory
does not itself give the exact p-value a graded evidential meaning. Adding that interpretation
combines Neyman–Pearson error control with a Fisherian idea. Statistical invalidity arises
when the observed p-value is used to alter a procedure whose error guarantee did not cover
that adaptation.

A further issue is the numerical scale across sample sizes. A likelihood ratio equal to 20 has
the same likelihood interpretation whether it arose from 20 observations or 20,000. A p-value
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does not have such a sample-size-invariant evidential interpretation: with a large enough sample,
a scientifically negligible deviation can produce a very small p-value. This does not make the
p-value invalid. It limits what can be inferred from its numerical magnitude alone (Chugg,
Ramdas, and Grünwald 2026). Section 2 returns to this question for e-values.

Question

Two datasets give p-values 0.049 and 10−8. A level-0.05 Neyman–Pearson rule makes the
same decision for both. Should a scientific report describe the evidence as equally strong? If
not, which inferential idea are you adding to the binary testing rule?

1.4 Fixed-sample, sequential, and anytime-valid inference

For a standard fixed-sample p-variable pn = p(X1, . . . , Xn), validity means P (pn ≤ u) ≤ u for
every u ∈ [0, 1] under the null at the specified sample size n, or under another explicitly specified
sampling rule. If an analyst repeatedly recomputes such fixed-sample p-values and stops at the
first value below 0.05, the rejection event has changed from {pn ≤ 0.05} to an event involving
all inspected sample sizes. The fixed-sample validity statement P (pn ≤ 0.05) ≤ 0.05 does not
control the probability of this new event.

The word sequential is broad. It includes classical procedures in which data arrive over time
and decisions may be made at interim analyses. Many group-sequential designs specify a finite
collection of looks, stopping boundaries, and a maximum information or sample size; alpha-
spending methods specify how type-I error may be spent across interim analyses (Jennison and
Turnbull 2000). Wald’s sequential probability ratio test is also sequential and may be inspected
after every observation for its specified simple hypotheses (Wald 1947). Thus “sequential” by
itself does not tell us which looks or stopping rules are allowed.

Anytime-valid inference states the stopping-time guarantee directly: the inferential guarantee
holds at every stopping time τ for the information structure under which the method is proved
valid, without specifying the future stopping rule and, for the usual infinite-horizon formulation,
without a fixed maximum horizon. The evidence can be inspected after every update, and
the decision to stop or continue may depend on what has been observed. Section 5 will define
e-processes, one main construction for this purpose, and Section 5.2 makes the information
structure precise.

Sequential and anytime-valid

“Sequential” describes a broad class of procedures. Many classical group-sequential procedures
guarantee type-I error control for a specified schedule of analyses and stopping boundaries.
“Anytime-valid” states validity at every stopping time for the information structure under
which the method is proved valid. Some classical sequential methods already allow monitoring
after every observation, so the distinction is in the guarantee, not in the historical label alone.

Chugg, Ramdas, and Grünwald (2026) distinguish two forms of data-dependent continuation.
Inter-experiment continuation asks whether to run another study after seeing earlier studies.
Intra-experiment optional stopping asks whether to collect another observation within the same
study. The mathematical requirements are different. Across studies, one can sometimes require
each new study’s contribution to be valid conditionally on the information from earlier studies
and then accumulate the contributions. Within one continuing study, the reported evidence
must remain valid at the data-dependent stopping time itself. After introducing e-variables and
e-processes, Sections 4 and 5 give concrete constructions for these two settings.
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Continuous monitoring of an A/B test

Suppose an online platform compares a new recommendation algorithm with the old one.
The outcome is conversion within 24 hours, and data arrive continuously.
A fixed-sample protocol might specify one analysis after 100,000 users. A group-sequential
protocol might allow analyses after 25,000, 50,000, 75,000, and 100,000 users with correspond-
ing boundaries. An anytime-valid analysis can provide a valid evidence process after every
update, so the team need not decide which future update will be the last one. Always-valid
methods for A/B testing were developed for settings of this kind (Johari et al. 2017; 2022;
Kohavi, Tang, and Xu 2020).

Terminology: anytime-valid and always-valid

Terminology is not uniform across the literature. In these notes, anytime-valid refers to
inference whose stated guarantee holds at arbitrary stopping times for the relevant filtration.
Some papers use always-valid for closely related continuous-monitoring guarantees; Johari
et al. (2017, 2022) use that terminology for p-values in A/B testing. Hartog and Lei (2025)
distinguish “anytime-valid” stopping-time use from an “always-valid” simultaneous-over-time
FWER statement. Under standard adaptedness conditions these formulations are closely
related through first-crossing stopping times, so the terminology should always be read
together with the mathematical guarantee being stated.

Question

A fixed-sample analysis at n = 70 gives p = 0.06, and funding becomes available for ten
more observations. Which part of the scientific question has changed? Which probability
statement would have to be re-established if the study continues?

1.5 Bayesian evidence and Bayes factors

Bayesian inference assigns probability distributions to unknown quantities. Suppose H0 and H1
have parameter spaces Θ0 and Θ1, likelihoods pθ(x), and priors π0 and π1. Their marginal, or
prior-predictive, distributions have densities

mj(x) =
∫

Θj

pθ(x) πj(dθ), j ∈ {0, 1}.

Assume the alternative prior-predictive distribution is absolutely continuous with respect to the
null prior-predictive distribution. The Bayes factor in favour of H1 against H0 is

BF10(x) = m1(x)
m0(x) .

When prior model probabilities are specified,

P (H1 | x)
P (H0 | x) = BF10(x)P (H1)

P (H0) .

The Bayes factor compares the predictive probabilities or densities assigned to the observed data
by the two prior-predictive models. Its interpretation therefore depends on the likelihoods and
priors used in those models (Jeffreys 1961; Kass and Raftery 1995).

For a simple null H0 = {P0}, an alternative predictive distribution Q ≪ P0 gives

BF10(X) = dQ

dP0
(X), EP0 [BF10] = 1.

8



E-values and Multiple Testing CUSO Summer School 2026

This expectation identity will matter in Section 2.

For a composite null, a standard Bayes factor obeys

EM0 [BF10] =
∫

m1(x)
m0(x)m0(x) dµ(x) = 1,

where M0 is the null prior-predictive mixture and M1 ≪ M0. A different frequentist requirement
would be to ask for a nonnegative statistic T satisfying

EP [T ] ≤ 1 for every P ∈ H0.

The mixture identity does not imply this pointwise condition for every distribution in the
composite null. Section 2 will use precisely this pointwise expectation condition to define e-
variables. Safe Testing and related invariant constructions show that some Bayes-factor-shaped
statistics do satisfy it in composite problems (Grünwald, De Heide, and Koolen 2024; Pérez-Ortiz
et al. 2024).

The phrase “Bayes factors allow optional stopping” also needs a qualification. With subjective
priors fixed a priori and not chosen as a function of the stopping rule or data-collection process, a
Bayes factor retains its posterior-odds interpretation under optional stopping and data-dependent
continuation. This does not in general give a pointwise type-I error guarantee over a composite
null. In objective Bayesian methods, the rule used to choose a prior can itself depend on the
sampling plan, stopping rule, or covariates; the resulting Bayes factor can then depend on those
design choices (Chugg, Ramdas, and Grünwald 2026; De Heide and Grünwald 2021; Hendriksen,
De Heide, and Grünwald 2021).

Question

If a Bayes factor has expectation one under the null prior-predictive mixture but not under
every distribution in the composite null, is that a problem? The answer depends on the
inferential goal. Which guarantee would you want in a regulatory trial? Which in a personal
scientific analysis with a genuinely meaningful prior?

1.6 Surrogate science and statistical rituals

Gigerenzer and Marewski (2015) use the history of significance testing to make a broader point
about scientific inference: statistical tools can become surrogates for scientific judgment. Their
central example is the null ritual, a procedure that became common in parts of psychology,
management, medicine, and other applied fields:

1. formulate a null hypothesis, often the nil hypothesis of exactly zero effect;

2. calculate a p-value, compare it with conventional cutoffs such as 0.05, 0.01, and 0.001, and
turn the result into “significant” or “not significant”;

3. use this procedure routinely, independent of the scientific problem.

The ritual combines pieces of two competing inferential systems. Specifying one null without a
precise alternative resembles Fisher’s significance testing, although Fisher did not require the
null to mean exactly zero effect. The fixed rejection threshold and binary decision resemble
Neyman–Pearson testing, but Neyman–Pearson theory also requires attention to the alternative,
type-II error or power, and the consequences of the two kinds of error. Reporting several post-data
“significance levels” such as p < 0.05, p < 0.01, and p < 0.001 as a hierarchy of stars belongs
to neither theory. Gigerenzer and Marewski criticize the merging of incompatible ideas into an
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automatic recipe that is then treated as a universal method of scientific inference (Gigerenzer
and Marewski 2015).

Does this question need a significance test?

Gigerenzer and Marewski discuss a study in which 2,347 respondents answered that altruism
and heroism are different concepts and 58 answered that they are not. The paper reported a
chi-squared test and p < 0.0001 to establish that the response frequencies differed.
The p-value is mathematically easy to compute. The more interesting question is what
scientific uncertainty the test resolves. When the descriptive difference is already 2,347 versus
58, what does the significance label add? Would an effect size, a description of the sampling
population, or a substantive analysis of the answers be more informative?

One visible consequence of the ritual is the policy of awarding significance stars. Gigerenzer and
Marewski (2015) note that the Academy of Management Journal style guide instructed authors
how to attach one or more stars to different p-value ranges. A star is convenient typographically,
but it also turns crossing a conventional threshold into a visual score. The table may then draw
attention first to which coefficients have stars, even when effect size, uncertainty, measurement
quality, model adequacy, or scientific importance is the more relevant issue.

Their term surrogate science describes the wider problem. A statistical quantity can start as one
useful input to scientific reasoning and then become a substitute for the scientific target itself.
Statistical significance may be treated as a surrogate for an important effect, a good theory, a
reliable measurement, a successful replication, or a high-quality study. None of these follows
from a small p-value. In particular, p is not the probability that the result will replicate, and
1 − p is not a replication probability.

The same problem appears when exploration is presented as confirmation. Looking through
many outcomes, subgroups, models, or transformations can be scientifically useful for finding
hypotheses. A p-value computed on the same data after such a search does not automatically
have the confirmatory interpretation of a test whose analysis was specified independently of the
search. Exploration is part of science; the inferential claim must match how the hypothesis and
analysis were obtained.

Gigerenzer and Marewski also warn against replacing one ritual with another. A Bayes factor
can be informative, but assigning fixed verbal labels to Bayes-factor ranges and applying them
automatically to every problem can reproduce the same problem. The relevant question is whether
the method answers the scientific question and whether its assumptions and interpretation are
understood.

Their proposed alternative is a statistical toolbox. Scientific work may need descriptive statistics,
visualization, measurement-error analysis, model checking, effect sizes, estimation, testing,
prediction, error control for decisions, evidence measures, and independent replication. Different
problems call for different tools. Statistical inference is one part of the scientific process, and the
quality of a study cannot be reduced to one thresholded number.

Significance stars

What information do one, two, or three significance stars convey that an exact p-value does
not? What information do they hide? If a journal removed significance stars from regression
tables, which quantities would you want readers to see more prominently?
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A statistical toolbox
Imagine reviewing a paper with a very small p-value but an imprecise measurement instrument,
a tiny estimated effect, and no independent replication. Which of these facts should dominate
your scientific judgment? Which can be summarized by a single evidence number, and which
cannot?

2 E-variables and e-values

Definition
An e-variable for a null hypothesis H0 is a nonnegative random variable E such that

EP [E] ≤ 1 for every P ∈ H0.

The observed realization is called an e-value. In common usage, the random variable itself is
also often called an e-value. In these notes we keep the distinction: E denotes an e-variable
and e = E(x) its realized e-value.

The definition imposes one first-moment condition under each distribution in the null. For any
c > 0, Markov’s inequality gives

P (E ≥ c) ≤ 1
c
EP [E] ≤ 1

c
.

For the chosen statistic E, the event {E(X) ≥ c} therefore has probability at most 1/c under
every P ∈ H0. The distribution P generates the data X; the analyst chooses the function E.
Validity alone does not determine that choice. For example, E ≡ 1 is valid and uninformative,
while a well-chosen likelihood-ratio e-variable can grow rapidly under a relevant alternative.

We can now return to the evidential criteria from Section 1.1. Chugg, Ramdas, and Grünwald
(2026) use e-statistics as an umbrella term for e-variables, e-values, and e-processes. Such
objects can satisfy many useful desiderata, including error guarantees, treatment of composite
hypotheses, composability, and flexible continuation. These properties do not all follow from the
expectation bound alone. Coherence, consistency, dynamic consistency, and stronger likelihood-
style properties can depend on how the e-variable or e-process is constructed. There is also
no unique e-variable determined by a null hypothesis: different alternatives, bets, priors, or
tuning choices can produce different valid e-variables and hence different observed e-values. Later
sections discuss criteria such as e-power that help compare valid constructions.

2.1 Evidence against a hypothesis

The direction of the evidential statement matters. A large e-value can be read as evidence
against the designated null: the analyst chose a nonnegative statistic whose expectation is at
most one under every distribution in the null, and the observed data produced a large value of
that statistic. A small e-value is not, in general, evidence in favour of the null. The constant
e-variable E ≡ 1 already shows why: it is valid under every null and ignores the data completely.

There are settings in which evidence is genuinely two-sided between two models. If H0 = {P},
H1 = {Q}, and P and Q are mutually absolutely continuous, then

E = dQ

dP
and 1

E
= dP

dQ
Q-a.s.

11
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are likelihood-ratio e-variables after reversing the roles of P and Q. For observed data, e > 1
supports Q relative to P , while e < 1 supports P relative to Q. For a general e-variable there
need not be a reciprocal with this property (Chugg, Ramdas, and Grünwald 2026).

Against, not automatically for

An e-variable is defined relative to a hypothesis against which it is valid. Its realized e-value
can quantify evidence against that hypothesis when it is large. A small realized value
supports the hypothesis only when additional structure gives it such an interpretation, as in
a simple-versus-simple likelihood ratio.

The numerical scale also has a sample-size-independent validity interpretation. For any e-variable
and any sample size, the null probability of obtaining a value at least 20 is at most 0.05. Under
the betting interpretation, an e-value of 20 means that one unit of initial capital became 20
on the observed data. These statements do not depend on whether the value arose after 20
observations or 20,000. This is the sample-size invariance discussed by Chugg, Ramdas, and
Grünwald (2026); it does not imply that two different e-variable constructions with the same
realized value have identical power or scientific relevance.

2.2 From an e-variable to a level-α test

Setting c = 1/α gives, for every P ∈ H0,

P

(
E ≥ 1

α

)
≤ αEP [E] ≤ α.

Hence
ϕα = 1

{
E ≥ 1

α

}
is a level-α test.

At α = 0.05, the rejection threshold is 20; at α = 0.01, it is 100. Note that the e-variable is
defined without choosing one of these levels. An observed e-value e = 8 does not give a level-0.05
rejection, but the observed e-value remains available as a graded evidence measure.

Question

Suppose two studies produce e-values 19.9 and 20.1 for the same null. A level-0.05 test makes
different binary decisions. Should the evidential interpretation change abruptly at 20? What
does this say about the roles of the evidence measure and the decision threshold?

2.3 First-moment validity and p-value tail validity

The p-variable condition
P (p ≤ u) ≤ u for every u ∈ [0, 1]

constrains the full lower-tail distribution of p under the null. The e-variable condition uses one
first-moment inequality,

EP [E] ≤ 1.

This comparison concerns the validity requirements. An e-variable can still use the full likelihood
or other detailed distributional information.

A conventional p-value based on a test statistic often requires the null probability of outcomes at
least as extreme as the observed one. Computing that tail probability requires an ordering of

12
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possible outcomes and knowledge or approximation of their null distribution. The calculation
therefore refers to datasets that were not observed. A likelihood-ratio or betting e-variable can be
evaluated on the observed data without computing a null tail area; that evaluation is the e-value.
Validity of the e-variable must still be proved under the null, usually through an expectation
inequality.

In some problems, an expectation bound is available under less distributional information than
an exact tail probability. This contributes to the generality of e-variables. First-moment bounds
also behave well under conditioning, averaging, and sequential construction. If a rich null
distribution is available, an inefficient e-variable can leave useful information unused and lose
power. E-variable validity is broad; power depends on the construction.

Key idea

P-value validity controls a family of tail probabilities. E-variable validity has a first-moment
form. The e-variable requirement can therefore be established in settings where less of the
null distribution is available, and its expectation structure makes e-variables easy to combine.
When more distributional information is available, good e-variable design should use it when
it improves power.

2.4 Likelihood ratios

Suppose the null is simple, H0 = {P}, and consider a simple alternative Q ≪ P . Then

E(X) = dQ

dP
(X)

is an e-variable for P , because

EP

[
dQ

dP
(X)

]
=
∫

dQ

dP
dP =

∫
dQ = 1.

For simple-versus-simple testing, this likelihood ratio is also the Bayes factor obtained from
point-mass priors on P and Q.

The Bayes-factor discussion in Section 1.5 can now be stated in e-variable language. For a
simple null, the identity EP0 [BF10] = 1 shows that the Bayes factor is an e-variable for P0. For a
composite null, the identity EM0 [BF10] = 1 under the null prior-predictive mixture does not by
itself imply EP [BF10] ≤ 1 for every P ∈ H0. An arbitrary composite-null Bayes factor is therefore
not automatically an e-variable for the full frequentist null. Safe Testing and certain invariant
Bayesian constructions are important cases in which a Bayes-factor-shaped statistic does satisfy
the pointwise e-variable condition (Grünwald, De Heide, and Koolen 2024; Pérez-Ortiz et al.
2024).

Biased versus fair coin
Let X1, . . . , Xn be Bernoulli observations and compare

H0 : θ = 0.50 with H1 : θ = 0.65.

If Sn = ∑n
i=1 Xi, the likelihood-ratio e-variable is

En =
(0.65

0.50

)Sn
(0.35

0.50

)n−Sn

.

Every success multiplies the current likelihood ratio by 1.3 and every failure multiplies it by
0.7. The product can be updated after every observation. Section 5 gives conditions under
which such products form e-processes.

13
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Randomness testing by compression

Suppose the null says that Xn = (X1, . . . , Xn) consists of independent fair bits, so every
binary string of length n has null probability 2−n. Let L(xn) be the length of a prefix-free
lossless code for the string. Kraft’s inequality gives∑

xn

2−L(xn) ≤ 1.

Therefore the random variable
E(Xn) = 2n−L(Xn)

is an e-variable under the fair-bit null. For an observed string xn, the e-value is e = 2n−L(xn);
saving 20 bits of code length gives e = 220.
This example is useful because the code need not describe a scientific alternative model
that anyone believes generated the data. It can simply be a tool for finding structure that
the fair-bit null does not explain well. Thus an e-value can quantify evidence against one
hypothesis even when the alternative is only an instrument used to construct the test (Chugg,
Ramdas, and Grünwald 2026; Ryabko and Monarev 2005).

2.5 One framework, several inferential traditions

The e-variable validity condition can be reached from several familiar starting points.

• Neyman–Pearson test. If ϕ is a level-α binary test, then

E = ϕ

α

is an e-variable. It takes only the values 0 and 1/α, so it retains the test’s validity and little
graded information.

• Likelihood or Bayesian construction. A likelihood ratio for a simple null is an e-variable.
Some Bayes factors for composite problems are e-variables as well, including constructions
from Safe Testing and invariant Bayesian methods (Grünwald, De Heide, and Koolen 2024;
Pérez-Ortiz et al. 2024).

• P-value. A valid p-value can be transformed to an e-variable by a p-to-e calibrator; its
observed realization is then an e-value. The choice of transformation affects efficiency; we
return to this in Lecture 3 (Ramdas and Wang 2025; Vovk and Wang 2021).

• Betting strategy. Any nonnegative payoff whose expectation is at most one under every
distribution in the null is an e-variable.

The common null-validity condition lets researchers construct e-variables from different modelling
and inferential traditions and then combine them with operations that preserve e-validity. Their
observed realizations are e-values. A combination performed at the random-variable level remains
an e-variable when the relevant e-merging conditions hold. Source-specific interpretations may
require extra structure: for example, an arbitrary average of Bayes factors need not equal the
Bayes factor for the original priors.

There is also a precise likelihood connection. Let E be an e-variable for H0, fix P ∈ H0, and
suppose m = EP [E] > 0. Define Q by

dQ

dP
= E

m
.
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Then
E = m

dQ

dP
≤ dQ

dP
.

If m = 1, equality holds. The distribution Q may depend on P , so a composite-null e-variable
need not be one fixed likelihood ratio. Still, every e-variable is dominated by a likelihood ratio
against each null distribution. This helps explain why e-variables inherit several likelihood-style
properties while retaining the uniform expectation guarantee (Chugg, Ramdas, and Grünwald
2026; Ramdas and Wang 2025).

Grünwald, De Heide, and Koolen (2024) discuss how suitable e-variables can support Neymanian
type-I error control while their realized e-values can also receive Fisherian graded-evidence and
Jeffreys-style Bayes-factor interpretations when the construction provides the required structure.
Researchers need not agree on one philosophy of probability to use the same e-variable validity
condition.

A common format for evidence
E-variables can be constructed from tests, likelihood ratios, Bayes factors, p-value trans-
formations, and betting strategies. Their realizations are e-values. Once the e-variables
satisfy the same null expectation bound, they can be combined using e-valid operations. The
resulting e-variable can be thresholded to obtain a valid test. Bayesian, likelihood, or other
interpretations require the additional assumptions of those frameworks.

2.6 Betting interpretation

An operational interpretation is to start with one unit of capital and choose a nonnegative payoff
E. The condition

EP [E] ≤ 1 (P ∈ H0)

means that the expected payoff is at most the initial capital under every null distribution. If the
observed payoff is 50, the chosen strategy has turned one unit of capital into 50 on the observed
data, while its expected payoff under every null distribution was at most one.

This interpretation is useful sequentially because capital can be reinvested at every round. It
connects e-variables and their realized e-values to test martingales and game-theoretic probability
(Shafer 2021; Shafer et al. 2011; Vovk and Wang 2021).

Distinction
A realized e-value is not, in general, a posterior probability or posterior odds. Some e-values
coincide with realized Bayes factors, but this requires specified Bayesian models and priors.
Conversely, if E is an e-variable, then it gives a valid p-variable through

p = min{1, 1/E},

with p = 1 when E = 0. This follows from Markov’s inequality and can lose substantial
information (Ramdas and Wang 2025; Vovk and Wang 2021).

3 Choosing a useful e-variable

The constant E ≡ 1 is valid for every null and has no power to distinguish the null from an
alternative. Validity is a hard constraint. Performance criteria distinguish useful valid procedures
from poor ones.
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Validity also does not select a unique e-variable. Different analysts can choose different betting
strategies, alternatives, priors, tuning parameters, or test statistics and obtain different valid
e-variables from the same data, and hence different realized e-values. Chugg, Ramdas, and
Grünwald (2026) identify this non-uniqueness as a genuine limitation of e-values as a universal
evidence scale. Similar choices occur elsewhere: a testing problem can admit several valid
p-values, and a Bayes factor depends on its priors. For e-variables, growth-rate optimality gives
one principled selection criterion, but there is no single agreed optimality criterion for every
composite problem.

3.1 E-power and logarithmic growth

For an alternative distribution Q, one criterion is

epowerQ(E) = EQ[log E],

when the expectation is well defined. Suppose E1, E2, . . . are iid repetitions of the same e-variable
construction under Q, with EQ[| log E1|] < ∞, and we multiply them:

Mn =
n∏

i=1
Ei.

Then the strong law of large numbers gives

1
n

log Mn = 1
n

n∑
i=1

log Ei −→ EQ[log E1] Q-a.s.

The expected log of the e-variable therefore describes the almost-sure asymptotic log-growth rate
in this repeated setting.

For a simple null P and simple alternative Q,

EQ

[
log dQ

dP

]
= KL(Q∥P ).

Safe Testing develops growth-rate optimality for composite hypotheses and connects optimal
e-variables to information projections (Grünwald, De Heide, and Koolen 2024; Ramdas and Wang
2025).

Key idea

Validity determines which e-variables may be used. E-power, expected sample size, robustness,
invariance, computational cost, and scientific relevance help choose among valid e-variables.
In Lecture 3, e-closure creates the same separation at the multiple-testing level: the global
guarantee follows from local validity, while power depends on the local evidence construction.

Question

A likelihood ratio optimized for one specific alternative can grow quickly when that alternative
is correct and slowly when the true effect is different. A robust e-variable may sacrifice
growth at the design alternative to perform better over a range of alternatives. What should
“optimal” mean for the scientific problem you care about?
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4 Combining e-variables

If E1, . . . , EK are e-variables for the same null and fixed nonnegative weights w1, . . . , wK sum to
one, then

Eavg =
K∑

k=1
wkEk

is an e-variable, because

EP [Eavg] =
K∑

k=1
wkEP [Ek] ≤ 1.

No independence assumption is required.

If E1, . . . , EK are jointly independent under every P ∈ H0, then

Eprod =
K∏

k=1
Ek

is also an e-variable. More generally, independence can be replaced by sequential conditional
validity, as in test supermartingales. General e-merging theory is developed by Ramdas and
Wang (2025) and Vovk and Wang (2021).

There is a distinction between valid accumulation and dynamic consistency. If two studies
produce conditionally valid e-variables, their product remains an e-variable even when the second
study is run only after seeing the first, provided the required conditional expectation bounds
hold. The realized product is the combined e-value. It need not equal the e-value that one would
have obtained by designing one optimal e-variable directly for the pooled data. The partition of
the evidence into stages can therefore affect efficiency even when validity is unchanged (Chugg,
Ramdas, and Grünwald 2026; Grünwald, De Heide, and Koolen 2024).

Evidence from several hospitals

Suppose five hospitals study the same null hypothesis. Each constructs an e-variable from
its local data, so that its expectation is at most one under the null, and reports the realized
e-value. The hospitals may share patients, investigators, protocols, or calendar-time shocks.
Multiplication can be invalid without a suitable dependence argument. A prespecified
weighted average remains valid without assumptions on the dependence among the five
e-variables.
The weighted average may have lower power than a merger that correctly exploits dependence,
but its validity does not require a dependence model.

Question

A cautious merger can preserve validity with lower power. A more aggressive merger can gain
power if its dependence assumptions are correct. Which assumptions would you be willing to
make in a meta-analysis, and what evidence would you require before relying on them?

5 E-processes and anytime-valid testing

Let
F0 ⊆ F1 ⊆ · · ·
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be a filtration, where Ft represents the information available by time t. A random time τ
is a stopping time if {τ ≤ t} ∈ Ft for every t. Measure-theoretic definitions are collected in
Appendix A.

Definition
A nonnegative adapted process (Et)t≥0 is an e-process for H0 if

EP [Eτ ] ≤ 1

for every P ∈ H0 and every almost surely finite stopping time τ . Test supermartingales
provide a standard sufficient construction (Ramdas and Wang 2025).

A common sufficient construction is a nonnegative test supermartingale (Mt) with M0 ≤ 1 and

EP [Mt | Ft−1] ≤ Mt−1 (P ∈ H0).

For example, if Lt ≥ 0 is chosen so that

EP [Lt | Ft−1] ≤ 1,

then

Mt =
t∏

s=1
Ls

is a test supermartingale.

5.1 Ville’s inequality

The stopping-time definition of an e-process implies the time-uniform bound

PP

(
sup
t≥0

Et ≥ 1
α

)
≤ α (P ∈ H0).

To see this, stop at the first crossing of 1/α, truncated at a finite horizon, apply Markov’s
inequality to the stopped e-variable, and then let the horizon increase. For nonnegative test
supermartingales this is the classical Ville inequality.

Thus an e-process can be monitored after every update and the null can be rejected the first
time it crosses 1/α. Under the null, the probability of ever crossing is at most α.

This is stronger than fixed-time e-variable validity. The statements

EP [Et] ≤ 1 for every fixed t

do not by themselves imply validity at a data-dependent stopping time.

Key idea

For an anytime-valid process, the analyst need not specify the future stopping rule or a
finite maximum horizon to obtain the type-I error guarantee. The process can be inspected
repeatedly, and continuation can depend on the evidence observed so far. The data model
and information structure used to prove validity still matter.
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Stopping below the rejection threshold

At level α = 0.05, an e-process crosses the rejection boundary at 20. Suppose recruitment
becomes impossible when the e-process equals 8.
The study can stop at that point. There is no level-0.05 rejection, but the stopped value 8
remains a valid e-value. The logistical stopping decision and the inferential rejection decision
are separate.

5.2 The filtration matters

Optional-stopping validity is relative to an information structure. If a process is proved valid for
stopping rules based on Ft, validity for a richer filtration Gt ⊇ Ft requires a separate argument.

Group-invariant e-processes can be valid in a coarsened invariant filtration and fail to be e-
processes in the full-data filtration (Pérez-Ortiz et al. 2024). In multiple testing, each hypothesis
may have an e-process valid for its own local stream while a monitoring rule uses all streams
jointly. The common-filtration validity needed for that stopping rule must then be established.

Distinction
Anytime-valid does not mean valid under arbitrary extra information. The stopping rule
must use an information structure for which the process is valid. This issue reappears in
Lecture 3 for shared-control platform trials and multiple e-processes monitored together.

Counterfactuals and filtrations
Likelihood-based discussions of evidence ask whether the answer should change because of
events that could have occurred but did not. A classic example is Pratt’s voltmeter: all
observed voltage measurements lie below 10, but the p-value can depend on whether the
measuring device would have censored a value above 10 and on whether a backup meter
would have been available. The simple likelihood ratio for the observed event is unaffected
by these unobserved possibilities.
Chugg, Ramdas, and Grünwald (2026) point out that likelihood-ratio e-processes inherit this
strong likelihood property, while a general e-process is defined relative to a filtration. It is
not yet clear whether general e-processes can be formulated so as to satisfy the strongest
event-based, intra-experiment counterfactual criterion. This is one place where the filtration
is part of the evidential question, not only a technical device in the proof.

Question

Two investigators independently construct valid e-processes for two outcomes. A monitoring
committee sees both processes and stops both studies when either one becomes extreme.
What joint validity statement would you want before using the individual guarantees for this
global stopping rule?

6 Application: the SWEPIS trial

The Swedish Post-term Induction Study (SWEPIS) randomized low-risk pregnancies to induction
at 41 weeks or expectant management with induction by 42 weeks. The trial was stopped early
after 2760 women following a safety signal: six perinatal deaths occurred in the expectant-
management arm and none in the 41-week induction arm. The prespecified composite primary
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perinatal outcome did not differ between groups; perinatal mortality was reported as a secondary
outcome (Wennerholm et al. 2019).

SWEPIS illustrates why monitoring, stopping, endpoints, and confirmatory interpretation need
separate statistical statements. Classical sequential designs can account for planned interim
monitoring. An anytime-valid design can allow stopping at any stopping time for which the
evidence process is valid, without fixing a future look schedule or maximum horizon for type-I
error control. Such a design must be specified through a process that is valid for the outcomes
and information used by the monitoring rule; it cannot be attached retrospectively to an ordinary
fixed-sample analysis.

Exact sequential e-variables are available for several k-sample problems (Turner, Ly, and Grünwald
2024). We return to clinical trials in Lecture 3.

Question

In a clinical trial, should the statistical penalty for looking at the data depend on whether
investigators are looking because they hope to stop for efficacy or because there may be
preventable harm? A type-I error theorem treats stopping rules mathematically. Where
should ethical considerations enter the design?
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Lecture 2: From local tests to global
guarantees

7 Why multiplicity matters

Suppose we have m hypotheses
H1, . . . , Hm.

For a fixed data-generating distribution P , define the index set of true null hypotheses

N = NP = {i ∈ [m] : P ∈ Hi}, [m] = {1, . . . , m}.

A multiple-testing procedure reports a rejection set R ⊆ [m]. The number of false discoveries is

VN (R) = |R ∩ N | ,

and the false discovery proportion is

FDPN (R) = |R ∩ N |
|R| ∨ 1 .

If every true null were tested separately with a valid level-0.05 test, then

E[VN (R)] ≤ 0.05|N |.

If the individual tests have size close to 0.05, this is about 5% of the true null hypotheses on
average. In modern applications, m can be enormous.

Concrete example: fMRI

An fMRI analysis may perform a separate test at each voxel. A motivating dataset used in
the accompanying presentations has on the order of 105 voxel-wise tests; the FBIRN study
of auditory hallucinations is one concrete neuroimaging example (Wible et al. 2009). The
scientific output is not a list of 100,000 independent decisions. It is a spatial pattern that
will be interpreted, filtered, clustered, and compared with neuroanatomical knowledge.
This motivates a multiple-testing theory that says more than “here is one fixed set of rejected
voxels”.

Concrete example: gene-expression screening

A transcriptomic study may compare expression of 20,000 genes between groups. Researchers
commonly display the result in a volcano plot: estimated effect size on the horizontal axis,
statistical significance on the vertical axis. Genes are then selected using both criteria because
a tiny but highly significant effect may be biologically uninteresting.
That natural second selection step is precisely where a standard FDR guarantee can be lost;
we will study this in detail in Section 13 (Ebrahimpoor and Goeman 2021).

Concrete example: a confirmatory trial with several claims

A trial might have a primary endpoint, several key secondary endpoints, subgroup claims, and
multiple doses. Here even one false confirmatory claim can be costly. Familywise error control
is often scientifically more natural than controlling the expected false discovery proportion.
The appropriate error criterion therefore depends on what the list of hypotheses represents.
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“Multiple testing” is not one single problem; it is a collection of decision problems that share
structure.

8 Error criteria: tail probabilities and expectations

Two famous criteria are the familywise error rate

FWER = P{VN (R) > 0}

and the false discovery rate
FDR = E [FDPN (R)] .

Other multiple-testing error criteria include the generalized familywise error rate

P{VN (R) ≥ k}

and the false-discovery exceedance probability

FDXγ = P{FDPN (R) > γ}.

See Hemerik (2026) for a broad modern overview and Goeman, Hemerik, and Solari (2021) for
the closed-testing structure underlying tail-probability control.

Mean control and tail control
FDR is an expectation. Two procedures can both have FDR 0.05 while having very different
distributions of the FDP. For example, one could have an FDP close to 0.05 almost every
time, whereas another could have FDP 1 on rare datasets and 0 otherwise.
A statement of the form

E[FDP] ≤ 0.05

is not the same as
P(FDP ≤ 0.05) ≥ 0.95.

We will use both types of guarantee in these notes. They are different guarantees and should
be stated separately.

Question

Suppose a scientific consortium says, “We can tolerate 5% false discoveries.” Do they mean a
long-run average proportion, a 95% guarantee that the realized proportion is below 5%, or a
probability below 5% of making even one error? What scientific consequences would make
each interpretation reasonable?

9 Classical reference procedures

This section establishes a few reference points that will reappear later.

9.1 Bonferroni and Holm

If each elementary hypothesis Hi has a valid p-value pi, Bonferroni rejects Hi whenever

pi ≤ α

m
.
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By the union bound, this controls FWER under arbitrary dependence.

Holm’s step-down procedure orders p(1) ≤ · · · ≤ p(m) and compares them sequentially with

α

m
,

α

m − 1 , . . . , α.

Starting with p(1), reject while p(j) ≤ α/(m − j + 1); at the first failure, stop and reject none of
the remaining hypotheses. Holm uniformly improves Bonferroni and can be understood exactly
as a computational shortcut for a closed testing procedure using Bonferroni local tests (Holm
1979; Marcus, Peritz, and Gabriel 1976).

9.2 Benjamini–Hochberg

Order the p-values p(1) ≤ · · · ≤ p(m) and let

k̂ = max
{

k : p(k) ≤ kα

m

}
,

with the convention k̂ = 0 if the set is empty. BH rejects the hypotheses corresponding to
p(1), . . . , p(k̂). It controls FDR under independence and under the PRDS positive-dependence
condition (Benjamini and Hochberg 1995; Benjamini and Yekutieli 2001).

9.3 Benjamini–Yekutieli

Under arbitrary dependence, a classical correction replaces α by α/cm, where

cm =
m∑

j=1

1
j

.

Thus BY uses thresholds
p(k) ≤ kα

mcm
.

The price for arbitrary dependence can be substantial when m is large (Benjamini and Yekutieli
2001).

Question

Bonferroni is often called “conservative”. Conservative relative to what? The union bound is
exact when the rejection events are disjoint and can be loose when they overlap strongly.
Under independence with small individual test levels it can be quite close to exact. How much
power Bonferroni loses therefore depends on the joint structure of the tests. Is “conservative”
a property of a formula, or of a formula together with a data-generating structure?

10 Intersection hypotheses

For each S ⊆ [m], define the intersection hypothesis

HS =
⋂
i∈S

Hi,

with the convention H∅ = M. For nonempty S, the intersection hypothesis HS is true exactly
when all elementary hypotheses Hi, i ∈ S, are true.
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For m = 3, the intersection lattice is

H123

H12 H13 H23

H1 H2 H3

Figure 1: The intersection hypotheses for three elementary hypotheses. Arrows point from
intersections involving more elementary hypotheses toward their component intersections.

Why introduce 2m − 1 hypotheses when we started with only m? Because the unknown set of
true elementary nulls, N , defines one special intersection:

HN =
⋂

i∈N

Hi.

Whatever the unknown configuration is, HN is true; when N = ∅, this is the convention H∅ = M.
Closed testing exploits this fact.

11 Classical closed testing for FWER

Suppose that for every nonempty S ⊆ [m], we have a valid level-α local test ϕS of HS :

sup
P ∈HS

EP [ϕS ] ≤ α, ϕS ∈ {0, 1}.

Definition: the classical closure rule
The classical closed testing procedure rejects an elementary hypothesis Hi if and only if

ϕS = 1 for every S ⊆ [m] with i ∈ S.

In words: to reject Hi, we must reject every intersection hypothesis containing it.

At first sight this seems absurdly strict. Why should evidence against H1 depend on a test of
H1,7,23,94? The one-line FWER proof explains the logic.
Proposition 11.1 (Strong FWER control). The classical closed testing procedure has FWER at
most α.

Proof. If N = ∅, there are no true null hypotheses and the FWER is zero. Otherwise, suppose at
least one true elementary null Hi, with i ∈ N , is rejected. By the closure rule, every intersection
containing i must have been locally rejected. In particular, the true intersection HN must have
been locally rejected. Therefore

{R ∩ N ̸= ∅} ⊆ {ϕN = 1},

and hence
PP (R ∩ N ̸= ∅) ≤ PP (ϕN = 1) ≤ α.
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This proof is worth remembering. The global multiplicity problem has been reduced to the
validity of one local test—the test of the true intersection HN . We do not know which intersection
it is, so we construct local tests for all possible S.

Key idea

Closed testing separates the design problem into two parts:

How do we test each HS? + Closure logic

The first part is statistical and problem-specific. The second part is generic. This separation
is the ancestor of the e-closure principle in Lecture 3.

11.1 What can the local tests be?

Many choices are possible.

Bonferroni local test. For HS , reject if

min
i∈S

pi ≤ α

|S|
.

Closing these tests gives Holm’s procedure (Holm 1979).

Simes local test. Under suitable dependence conditions, reject HS if

min
1≤j≤|S|

|S| p(j:S)
j

≤ α,

where p(j:S) is the jth ordered p-value within S (Simes 1986). Simes-based closure is closely
connected to Hommel-type procedures and to simultaneous FDP inference.

Problem-specific multivariate tests. An intersection test need not be obtained by mechani-
cally merging marginal p-values. In a regression, permutation, survival, or imaging problem, one
can use a statistic that directly exploits covariance, symmetry, logical restrictions, or scientific
structure. Closure therefore separates the global multiplicity logic from the problem-specific
construction of intersection tests.

Concrete example: logically related pairwise comparisons

Suppose three group means are µ1, µ2, µ3, with elementary hypotheses

H12 : µ1 = µ2, H13 : µ1 = µ3, H23 : µ2 = µ3.

The truth configurations are restricted by transitivity. If H12 and H23 are true, then H13
must be true as well. Not every subset of the three nulls can be the set of true nulls.
Closed testing can exploit such logical restrictions. This is one reason it is often more
powerful than applying a generic multiplicity correction that treats all truth configurations
as possible (Shaffer 1986; Sonnemann 2008).
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Question

The classical closure requires tests for exponentially many intersections, but Holm can be
computed in essentially the same time as sorting the p-values. What does this teach you
about the difference between a mathematical representation of a method and an algorithm
for computing it?

12 Set-level information from closed testing

12.1 Nonconsonance and set-level information

Closed testing can reject an intersection hypothesis without rejecting any of its elementary
components. This is called nonconsonance. For example, we might reject

H12 = H1 ∩ H2

while neither H1 nor H2 is individually closed-rejected. If our only output is a list of elementary
FWER-controlled rejections, this can look useless.

But the intersection rejection has a clear meaning: the two null hypotheses cannot both be true.
Therefore at least one hypothesis in {1, 2} is false. We may not know which one, yet we have
learned a genuine statement about the number of true discoveries in the set.

This observation is central to the exploratory use of closure. Information that is “wasted” by
a consonant elementary-decision viewpoint becomes useful when the inferential target is the
number or proportion of false nulls in an arbitrary set (Goeman and Solari 2011).

Question

A scientist asks, “Which of these two genes is associated?” and your method can only say,
“At least one of them is.” Is that a failed analysis or a scientifically useful conclusion? How
does the answer depend on whether the next step is mechanistic follow-up, screening, or
regulatory confirmation?

For many years, closed testing was mainly introduced as an FWER construction. The exploratory
perspective of Goeman and Solari (2011) reveals a broader interpretation: closure can provide
simultaneous statements about the number of false discoveries in any set of hypotheses chosen
after seeing the data.

Let ϕS denote the closed decision for the intersection HS :

ϕS = 1 ⇐⇒ ϕT = 1 for every T ⊇ S.

Thus an intersection is rejected by the closed procedure only if all its supersets have locally
rejected.

For a set R ⊆ [m], define

tα(R) = max
(
{0} ∪

{
|S| : ∅ ̸= S ⊆ R, ϕS = 0

})
.

Thus the maximum is always well-defined, even if every nonempty intersection inside R is rejected.
Informally, tα(R) is the size of the largest subset of R whose joint null has not been ruled out by
closure.
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Proposition 12.1 (Simultaneous true-discovery bound). With probability at least 1 − α, simul-
taneously for every R ⊆ [m],

|R ∩ N | ≤ tα(R).

Consequently,
|R| − tα(R)

is a simultaneous lower confidence bound on the number of false nulls in R, and

FDPN (R) ≤ tα(R)
|R| ∨ 1

is a simultaneous upper confidence bound on its false discovery proportion.

Idea of proof. If any true intersection hypothesis is rejected by the closed procedure, then the
intersection of all true elementary nulls, HN , must have been locally rejected. This has probability
at most α. Therefore, with probability at least 1 − α, no true intersection is closed-rejected.

On that event, for every candidate set R, the subset R ∩ N consists entirely of true nulls. If
it is nonempty, HR∩N is a true intersection and cannot be closed-rejected, so it is one of the
subsets considered in the maximum defining tα(R). If it is empty, the bound is immediate from
the added value 0. In either case,

|R ∩ N | ≤ tα(R).

The same event works for all R at once.

Unlike an ordinary FDR procedure, this gives simultaneous set-level statements. We can look at
the data, choose a biologically interesting set R, change our mind, choose a different set, and
still attach a valid statement because the confidence statement was simultaneous over all sets
from the beginning (Goeman et al. 2019; Goeman and Solari 2011).

Key idea

Simultaneity permits post-hoc selection. If a statement is valid simultaneously for every
R, then the user may choose R after seeing the data without invalidating it. Data-dependent
choice of R is already covered by the original error statement.

Question

Suppose a closed-testing analysis says: “Among these 80 genes, at least 37 are truly associated,
with 95% simultaneous confidence.” Is it a problem that the set of 80 genes was chosen after
inspecting the heat map, pathway annotations, and effect sizes? Why is the answer different
from an ordinary confidence interval computed only for a prespecified set?

12.2 From simultaneous bounds to tail-probability guarantees

The simultaneous bound above immediately yields familiar tail-probability procedures. Suppose,
for example, that after seeing the data we are interested only in sets whose certified FDP upper
bound is at most γ:

Aγ =
{

R ⊆ [m] : tα(R)
|R| ∨ 1 ≤ γ

}
.

On the same event of probability at least 1 − α, every R ∈ Aγ satisfies FDPN (R) ≤ γ. Hence,
for every measurable data-dependent choice R̂ satisfying R̂ ∈ Aγ ,

P{FDPN (R̂) > γ} ≤ α.
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The set R̂ may therefore be chosen after seeing the data, provided it is chosen from the
simultaneously certified family. Simultaneous true-discovery guarantees can thus be turned
into FDX-style statements. FWER is the extreme case in which the tolerated number of false
discoveries is zero. Generalized FWER, FDX, gene-set testing, and several forms of cluster
inference all fit into the broader tail-probability framework studied by Goeman, Hemerik, and
Solari (2021).

Concrete example: choosing a pathway after seeing the data

Imagine an RNA-seq analysis with 15,000 genes. After inspecting a heat map and pathway
annotations, a researcher chooses a pathway containing 63 genes. A simultaneous closed-
testing analysis reports

t0.05(R) = 12.

The conclusion is not that exactly 51 genes are truly associated. It is the 95% simultaneous
statement that at most 12 of the 63 selected genes are true nulls, or equivalently that at least
51 are false nulls. Because the guarantee is simultaneous over all sets R, the pathway did
not have to be chosen before looking at the data.

Question

FDR asks for a small average false discovery proportion, while a simultaneous FDP bound
gives a statement that holds on one high-probability event for every selected set. Which
guarantee would you rather have when the final set is going to be chosen interactively by a
domain scientist? What power price would you be willing to pay for that flexibility?

13 The volcano plot problem

Volcano plots are ubiquitous in omics. The horizontal axis is an estimated effect, such as log fold
change; the vertical axis is often − log10(p). Researchers naturally focus on points that are both
statistically significant and scientifically large.
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Figure 2: A schematic volcano plot. After BH, the blue and red points are discoveries. A post-hoc
effect-size filter discards the upper-middle blue points and retains only the red points in the upper
corners. This second data-dependent selection is exactly the step for which ordinary BH does
not automatically preserve FDR control. The numerical thresholds and points are illustrative.

Suppose BH at level α returns a set RBH with

E[FDPN (RBH)] ≤ α.

For a realized BH rejection set there is a largest rejected raw p-value, so its discoveries can
be drawn schematically above a horizontal cutoff as in figure 2. The scientist now keeps only
discoveries whose estimated effect exceeds a threshold:

Rvolcano =
{

i ∈ RBH :
∣∣∣β̂i

∣∣∣ ≥ c
}

.

In the figure, this removes the conspicuous upper-middle cloud: these features are statistically
convincing enough for BH but do not have a sufficiently large estimated effect. The red corner
points remain.

It is tempting to say that a subset of an FDR-controlled set must be “even safer”. That is false.
The effect estimate used for the second filter is random and usually related to the same noisy
data that generated the p-value. Filtering can therefore change the composition of the BH set
in a highly non-random way. In particular, null features that entered the BH set because noise
made their estimated effects unusually extreme can be preferentially retained, while genuine
but more modest effects are discarded. Ebrahimpoor and Goeman show by simulation and
RNA-seq examples that this standard volcano-plot operation can substantially inflate the FDR
(Ebrahimpoor and Goeman 2021).

Effect-size filtering is often scientifically sensible. The statistical issue is that the original BH
guarantee was proved for RBH, not simultaneously for all data-dependent subsets selected from
it.
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Distinction
FDR control of a set does not propagate to arbitrary subsets of that set. The
statement

E[FDPN (R)] ≤ α

does not imply

E[FDPN (A)] ≤ α for every data-dependent A ⊆ R.

Post-hoc flexibility therefore needs its own validity statement.

Classical closed testing gives one solution of a different flavour. If we have a simultaneous bound

FDPN (R) ≤ U(R) for all R

on a single event of probability at least 1 − α, then the scientist can draw a volcano plot, choose
any region after seeing it, and report U(R) for that chosen set. The simultaneous construction
already protects the selection.

Other approaches explicitly incorporate filtering into an FDR procedure (Katsevich, Sabatti, and
Bogomolov 2023). “Filter after BH” and “design a procedure valid after filtering” have different
guarantees.

Question

Why can a subset of an FDR-controlled rejection set have higher FDR? Try to explain the
mechanism without formulas, as if you were explaining it to a biologist who uses volcano
plots every week.

Question

Suppose the effect-size threshold in the volcano plot was fixed before the experiment and
built into the hypotheses or testing procedure. Would that automatically solve the problem?
What would still need to be proved?

14 Closure as a complete-class principle for tail probabilities

The preceding arguments might suggest that closed testing is merely one attractive way to obtain
FWER or simultaneous FDP bounds. The theory is stronger.

For a broad class of methods controlling tail probabilities of the FDP—including FWER,
generalized FWER, FDX, simultaneous FDP bounds, and related methods—Goeman, Hemerik,
and Solari (2021) show that every valid procedure is either equivalent to a closed testing
procedure or is uniformly dominated by one. Earlier completeness results for FWER go back
to citeauthorSonnemann1982 (1982, 2008); the relation with partitioning was clarified through
work including Finner and Strassburger (2002).

This changes how one can think about method design:

Key idea

For tail-probability control of false discoveries, closure is not just a construction among many.
It is a structural representation: if you want an admissible method, you lose no generality by
designing local tests of intersection hypotheses and closing them.
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Thus method design can focus on how best to test the intersections HS , instead of starting from
a global multiple-testing algorithm.

14.1 The missing piece: expected loss and FDR

FDR is not a tail probability; it is an expected loss. Classical closure therefore did not immediately
yield a parallel necessary-and-sufficient theory for FDR.

General sufficient frameworks exist. For example, self-consistency and dependence-control
conditions yield broad classes of FDR-controlling procedures (Blanchard and Roquain 2008).
But sufficient conditions are not necessary: Solari and Goeman (2017) gave a uniform, though
small, improvement of BH that falls outside the most obvious self-consistent representation.

This left a structural asymmetry:

Error type Classical closure theory Typical user flexibility
FWER / FDP tail probabilities complete-class closure the-

ory
simultaneous sets available

FDR / expected FDP many powerful procedures,
but no analogous classical
closure principle

usually one algorithmic re-
jection set

E-closure provides the corresponding expected-loss representation by replacing binary local tests
with e-variables and tail-probability loss with an expected-loss formulation (Xu et al. 2025). That
is the subject of Lecture 3.

Question

Why might an expectation constraint be naturally paired with e-variables? Look back at
the definition EP [E] ≤ 1. Is e-closure conceptually surprising, or does it become almost
inevitable once the right local object has been chosen?
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Lecture 3: E-closure and recent
developments

15 Multiple testing as expected loss

Let R ⊆ [m] denote a reported rejection set. For every index set S ⊆ [m], let

fS(R) ≥ 0

be a loss associated with reporting R if S were the set of true nulls. Following the scope of the
e-closure theorem, we assume

fS(∅) = 0 for every S, f∅(R) = 0 for every R.

Thus making no discoveries incurs no error, and there is no false-discovery loss when no null
hypotheses are true.

Examples include
fFWER

S (R) = 1{R ∩ S ̸= ∅},

fPFER
S (R) = |R ∩ S| ,

and
fFDR

S (R) = |R ∩ S|
|R| ∨ 1 .

A procedure controls the expected loss at level α if

EP [fNP
(R)] ≤ α for every P ∈ M.

The FWER is included because the indicator of at least one false rejection is itself a loss whose
expectation is a probability.

15.1 One rejection set versus many certified sets

A standard procedure outputs one random set R. E-closure is more naturally expressed as a
family R of candidate rejection sets from which the scientist may choose. We may assume ∅ ∈ R:
adjoining the empty set does not change the maximum loss because fS(∅) = 0. In particular, all
maxima below are well defined.

We call the family simultaneously valid for loss f if

EP

[
max
R∈R

fNP
(R)

]
≤ α for every P.

This is stronger than requiring the inequality only for one predetermined selection from R. Any
data-dependent choice R̂ ∈ R then inherits ordinary expected-loss control, because

fNP
(R̂) ≤ max

R∈R
fNP

(R).
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Do not confuse the two kinds of simultaneity

Lecture 2 gave a high-probability statement:

P (FDPN (R) ≤ U(R) for all R) ≥ 1 − α.

E-closure for FDR gives an expected maximum statement:

E
[
max
R∈R

FDPN (R)
]

≤ α.

Both permit post-hoc selection, but they are different error guarantees. They answer different
probability questions and should be stated separately.

16 E-collections

For S ⊆ [m], recall the intersection hypothesis

HS =
⋂
i∈S

Hi.

The most intuitive construction is to choose, for every S, an e-variable ES for HS :

EP [ES ] ≤ 1 for every P ∈ HS .

After observing the data, write eS for the realized e-value. If every intersection has a valid
e-variable in this sense, then in particular the component indexed by the actual true-null set NP

is valid.

The formal concept used by Xu et al. (2025) is slightly more general.

Definition: e-collection
An e-collection is a family of nonnegative random variables

E = (ES)S⊆[m]

such that
EP [ENP

] ≤ 1 for every P ∈ M.

It is sufficient, but not necessary, that each ES be an e-variable for the intersection HS .
Following Xu et al. (2025), we set E∅ = 0; its value is immaterial because f∅(R) = 0.

Why allow the weaker definition? In problems with logical restrictions, some sets S can never
equal NP . The components corresponding to impossible truth configurations do not need to
satisfy a validity condition that can never be invoked. This generality can translate into power.

Question

Suppose a truth configuration S is logically impossible. Should a multiple-testing procedure
be forced to protect against it anyway? What is the trade-off between exploiting logical
knowledge and making a method robust to misspecified scientific constraints?
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17 The e-closure principle

Let E = (ES) be an e-collection and let e = (eS) denote its realized e-values. Given a loss f and
α > 0, define the e-closed family from the observed e-values by

Rf
α(e) = {R ⊆ [m] : fS(R) ≤ αeS for every S ⊆ [m]} .

Equivalently, every candidate action R must satisfy the certificate inequality for every index
set S ⊆ [m]. Before the data are observed, Rf

α(E) denotes the corresponding random family
obtained by replacing each realized eS by the e-variable ES .

Theorem 17.1 (E-closure principle, informal finite formulation). For an e-collection E, the
random family Rf

α(E) satisfies

EP

[
max

R∈Rf
α(E)

fNP
(R)

]
≤ α

for every P .

Conversely, every simultaneously expected-loss-controlling random family R is contained in an
e-closed family for a suitable e-collection.

Proof. Let N = NP . If R ∈ Rf
α(E), then the defining inequalities include the one for S = N :

fN (R) ≤ αEN .

Therefore
max

R∈Rf
α(E)

fN (R) ≤ αEN .

Taking expectation and using EP [EN ] ≤ 1 gives the result.

For the converse, start with a simultaneously valid random family R and define the canonical
local random variables

ES = 1
α

max
R∈R

fS(R).

Then
EP [ENP

] = 1
α
EP

[
max
R∈R

fNP
(R)

]
≤ 1,

so E is an e-collection, and every R ∈ R satisfies the e-closure inequalities by construction.

This theorem identifies the local object needed for expected-loss control: a nonnegative random
certificate with the required expectation bound.

Key idea

The e-closure principle rewrites the design question from

“What clever global multiple-testing algorithm should I invent?”

to
“How should I construct the local certificate indexed by each S?”

Often that certificate is an e-variable with a meaningful evidential interpretation against
the intersection HS . In the general e-collection theorem it may instead function only as the
nonnegative certificate needed for the expected-loss guarantee. Once the local e-collection is
valid, the global guarantee follows from the e-closure theorem.
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Question

The converse proof constructs random variables ES from a valid global procedure. Do their
realized e-values necessarily have a useful evidential interpretation, or can they function only
as certificates? Should a theory of evidence require more than validity?

18 Recovering classical closed testing for FWER

Take
fS(R) = 1{R ∩ S ̸= ∅}.

For every nonempty S, suppose ϕS is a level-α local test of HS , and define the e-variable

ES = ϕS

α
.

Set E∅ = 0, as in Section 16. Then
EP [ES ] ≤ 1 (P ∈ HS),

so the collection is locally valid.

For nonempty S, the e-closure condition becomes
1{R ∩ S ̸= ∅} ≤ ϕS .

For S = ∅, the e-closure inequality is automatic because f∅(R) = 0. Thus whenever R contains
an index from S, the local test of HS must reject. In particular, an elementary hypothesis Hi

can belong to an admissible rejection set exactly when every intersection containing i rejects.
This is the classical closure rule of Lecture 2.

Classical closed testing is a special case of e-closure (Xu et al. 2025).

Question

The e-variable ES = ϕS/α can take only the values 0 and 1/α, so its realized e-value also has
only these two possibilities. What information has been discarded compared with a graded
local e-variable? Where might recovering that information lead to a power gain?

19 FDR through e-closure

For FDR, take the local loss

fS(R) = FDPS(R) = |R ∩ S|
|R| ∨ 1 .

For observed e-values e = (eS), the e-closed family is

RFDR
α (e) =

{
R ⊆ [m] : eS ≥ |R ∩ S|

α(|R| ∨ 1) for every S ⊆ [m]
}

.

Applied to the random e-collection E, the e-closure theorem gives

EP

[
max

R∈RFDR
α (E)

FDPNP
(R)

]
≤ α.

This gives the necessary-and-sufficient e-closure principle for FDR, in the sense that every
simultaneously FDR-valid family is contained in an e-closed family generated by a suitable
e-collection (Xu et al. 2025).
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Return to the volcano plot

Suppose an e-closed analysis produces a random family R satisfying

E
[
max
R∈R

FDPN (R)
]

≤ 0.05.

A scientist may now examine effect sizes, pathways, volcano plots, and domain knowledge,
and choose R̂ ∈ R after seeing the data. Then automatically

E[FDPN (R̂)] ≤ 0.05.

This is an FDR analogue of the post-hoc freedom from classical simultaneous FDP bounds.
Here the guarantee concerns an expected maximum; the classical bound was a high-probability
simultaneous event.

20 Other post-hoc choices

The e-closure viewpoint suggests forms of flexibility that are difficult to express in a one-output
algorithm. Because different error metrics can be written as losses fS(R), one can formulate
joint guarantees that are simultaneous not only over R, but over a class of losses. In such a
construction, the scientist may decide after seeing the data whether the relevant report should
emphasize FWER, FDR, a weighted loss, or another member of the prespecified class (Xu et al.
2025).

If the e-collection itself does not depend on α, scale-uniform versions of the guarantee can in
some settings support a post-hoc choice of the nominal level. Ordinary tests generally do not
permit changing α after seeing the p-value. Post-hoc choice is valid here only when the proved
guarantee is simultaneous over the levels under consideration.

Flexibility must be covered by the guarantee

Post-hoc choice of a rejection set, loss function, significance level, stopping time, or hypothesis
horizon is valid only when that choice is covered by the simultaneity or optional-stopping
statement proved for the procedure. The guarantee must match the flexibility that researchers
will use.

Question

Would you want a method that lets the scientist choose between FWER and FDR after
seeing the data? Could that encourage opportunistic reporting, or could it instead let the
error criterion reflect what the data reveal about the scientific regime? What additional
reporting rules might make such flexibility responsible?

21 E-BH as a reference point

Suppose E1, . . . , Em are e-variables for the elementary hypotheses and their observed e-values
are e1, . . . , em. Order the observed e-values from largest to smallest:

e[1] ≥ · · · ≥ e[m].
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The base e-BH procedure chooses

k̂ = max
{

k : e[k] ≥ m

αk

}
,

with the convention k̂ = 0 if the set is empty, and rejects the k̂ hypotheses with the largest
observed e-values. If the underlying Ei are valid e-variables, e-BH controls FDR under arbitrary
dependence among them (Wang and Ramdas 2022).

E-BH is a useful baseline. E-closure gives a structural way to derive, analyze, and improve
procedures such as e-BH, BY, and other expected-loss methods.

Question

BH needs dependence assumptions such as independence or PRDS, whereas e-BH applied
to e-values from valid e-variables controls FDR under arbitrary dependence. Is the e-value
approach therefore always better? What power, modelling, or construction costs might be
hidden in the phrase “given valid e-variables”?

22 Closed procedures can use surplus evidence

A threshold-based procedure often discards how far an observation lies beyond a threshold.
Closure can sometimes turn that discarded information into additional rejections.

The current e-closure work constructs closed versions of e-BH, BY, and related procedures that
are never worse than the original and can be strictly better (Xu et al. 2025). The effect is visible
in real datasets. For the closed BY construction reported there:

Table 1: Illustrative numbers of discoveries at α = 0.05 reported in Xu et al. (2025). “Closed
BY” is the e-closure improvement of BY.

Dataset hypotheses BY Closed BY
PVALUES 4,289 129 145
VANDEVIJVER 4,919 614 677
GOLUB 7,128 617 648

A separate recent construction, closed BH, uniformly improves the classical BH procedure while
retaining validity under PRDS (and under a slightly weaker sufficient condition developed in that
work): it never rejects fewer hypotheses than BH and can reject substantially more, especially
when many nulls are false (Goeman 2026).

Power improvement is not the same as arbitrary post-hoc filtering

Closed BH replaces the ordinary BH rejection set by a new, possibly larger set. Its e-closure
representation offers only limited simultaneity: in general, a researcher cannot first look
at the data and then freely choose between the original BH set, the closed-BH set, or an
arbitrary filtered subset while claiming the same FDR theorem. This contrasts with closed
BY and closed e-BH constructions where specific additional sets are simultaneously certified.
The volcano-plot problem therefore does not disappear merely because a procedure has
“closure” in its name (Goeman 2026; Xu et al. 2025).

More generally:
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Key idea

A multiple-testing method often compresses rich local evidence into a pass/fail condition.
E-closure can preserve more of that information in the local e-collection. If a new valid local
collection dominates the old one coordinatewise, then the corresponding e-closed family can
only enlarge.

Question

What does a “uniform improvement” actually guarantee? It says the new procedure is never
worse according to a specified ordering, but does that make it scientifically preferable in every
application? Could extra rejections make interpretation harder, or interact with downstream
selection in unexpected ways?

23 Permutation evidence as an input to e-closure

Permutation and randomization methods replace some distributional modelling by symmetry. In
the simplest global-null setting, a finite group G of transformations acts on the data D and the
null implies

D
d= gD for g ∈ G.

Then the orbit {gD : g ∈ G} can serve as a reference distribution. For an intersection null HS

in a multiple-testing problem, one needs the corresponding null-invariance or exchangeability
statement for the statistic/reference construction used for S. Full-data invariance need not hold
when hypotheses outside S are false. This distinction is easy to hide in notation and matters in
applications.

A useful high-level pipeline for multiple testing is

symmetry =⇒ pperm
S =⇒ eperm

S =⇒ e-closure

for every intersection S.

The middle conversion can use a p-to-e calibrator. If p is a valid p-variable and g : [0, 1] → [0, ∞]
is nonincreasing with ∫ 1

0
g(u) du ≤ 1,

then g(p) is an e-variable. A simple example is

g(p) = p−1/2 − 1,

for which the integral equals one (Vovk and Wang 2021; Wang and Ramdas 2022). More
specialized calibrators can be chosen for a particular testing objective.

One can, for example, compute a Simes-type summary statistic within S, then calibrate that
statistic by the permutation distribution. The Simes formula is used as a test statistic; its usual
PRDS validity need not be the source of validity, because the permutation calibration supplies
the local null guarantee. These are distinct sources of validity.

Permutation-based simultaneous FDP inference already has a substantial literature (Hemerik,
Solari, and Goeman 2019; Vesely, Finos, and Goeman 2023); e-closure offers a route to expected-
loss/FDR constructions using local intersection certificates, which can be constructed to have an
evidential interpretation when the local statistic warrants one.
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Research frontier: the “leak” problem

In signal-plus-noise formulations, transforming the full data under a permutation or sign flip
can move alternative signal into the reference distribution used to calibrate an intersection
statistic. Under a randomization assumption strong enough for the local test, the resulting
local p-value can still be valid, yet the reference distribution may be contaminated in a way
that costs substantial power. In weaker settings, even local validity itself needs a separate
argument: symmetry should never be assumed merely because a permutation was computed.
Current work together with Rovanos Tsafack Nzanguim, Aurèle Mingam, and Jelle Goeman,
studies constructions such as balanced sign-flip designs that reduce this signal “leak”. Once
the local e-collection is valid, the closure theorem supplies the global guarantee; the remaining
statistical challenge is to make the local evidence sharp.

Question

Permutation methods are often described as “assumption-free”. What assumption has
actually been replaced? If the required symmetry is only approximately true, is the method
automatically more robust than a parametric alternative?

24 Clinical trials: evidence that can survive adaptation

Clinical trials are a natural place to separate evidence, stopping, adaptation, and multiplicity.
E-processes are attractive because they make continuous monitoring mathematically explicit,
while adaptive-design methodology has developed complementary tools such as conditional error
functions and combination tests (Brannath and Fischer 2026).

24.1 SWEPIS revisited

The SWEPIS trial compared induction at 41 weeks with expectant management until 42 weeks
in low-risk pregnancies. It stopped early after 2760 women following a safety signal: all six
perinatal deaths occurred in the expectant-management group. The composite primary endpoint
itself did not differ significantly between groups (Wennerholm et al. 2019). This makes SWEPIS
a useful case study in the distinction between a safety decision to stop, a prespecified primary
analysis, and the evidential interpretation of a striking secondary outcome.

An anytime-valid approach is not a license to redesign the trial arbitrarily after every look. It uses
an evidence process constructed to remain valid under the permitted adaptations and stopping
rules. This can be particularly attractive when stopping may occur for reasons that are hard to
encode in a small fixed calendar of efficacy looks. Classical group-sequential and adaptive-design
methods provide other principled solutions; the relevant comparison is about which flexibility is
built into the guarantee, not about whether one paradigm “allows ethics” and another does not.

Exact sequential k-sample e-variables provide constructions for settings including contingency-
table comparisons and optional continuation (Turner, Ly, and Grünwald 2024).

Question

A fixed group-sequential design with five planned interim looks and an e-process with
continuous monitoring can both control type-I error. Which design would you prefer if the
only goal were maximum power at a fixed maximum sample size? Which would you prefer if
an external event might interrupt recruitment unpredictably? There is no reason the same
method must win both comparisons.
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24.2 Pilot-to-definitive evidence

A pilot study is often used to estimate nuisance quantities such as variance, event rate, or
recruitment feasibility. If the pilot changes the endpoint, population, intervention, or analysis
target, treating it as separate from the confirmatory study can be necessary. But if it is genuinely
the first portion of the same target experiment, discarding its primary-outcome evidence can be
wasteful.

An e-process permits a conceptually clean design: start accumulating confirmatory evidence
from the first patient; use early observations for planning in ways compatible with the evidence
process; stop for efficacy only when the e-process crosses the required boundary; and retain a valid
stopped e-value if the study ends for another reason. This is an active area where mathematical
flexibility has to be reconciled with clinical-trial estimands, regulatory practice, and operational
bias.

24.3 DRUP and precision oncology

The Dutch Drug Rediscovery Protocol (DRUP) is a precision-oncology study in which patients
with advanced cancer and actionable molecular features may receive approved anticancer drugs
outside their registered indication. The study was designed to learn across many rare tumour–
drug–biomarker combinations; the initial report found clinical benefit in about one third of 215
treated patients (Van der Velden et al. 2019).

Such designs naturally create multiple hypotheses over cohorts that can open, expand, or close
at different times. Such designs need multiple-testing methods in which the hypothesis family
itself may evolve, instead of being fixed as (H1, . . . , Hm) from the start.

Question

In a precision-oncology platform, what should count as one “family” for multiplicity control:
all cohorts ever opened, all cohorts open at the same time, all claims for one drug, or all
claims arising from one master protocol? This is partly mathematical and partly scientific.
What principle should determine the boundary?

25 Carefree multiple testing

Suppose every hypothesis has an e-process Ei,t. A naive strategy is to run e-BH at every time
using the current e-values. But e-processes are not required to be monotone: after reaching
a high value they may fall. Consequently, a hypothesis rejected today can become unrejected
tomorrow merely because more data were collected.

Tavyrikov, Goeman, and De Heide (2026) argue that a multiple-testing procedure should be
carefree: gathering more data for one or more e-processes should not make the researcher lose
earlier discoveries. Running maxima

E∗
i = sup

t
Ei,t

are natural persistent summaries, but a running maximum is generally not itself an e-variable.
Applying e-BH directly to the maxima can therefore lose FDR control. Adjusters can transform
running maxima into valid objects for an FDR-sup guarantee.
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Concrete example: five product experiments on one dashboard

A company runs five A/B tests. On Monday, test 1 is among the e-BH rejections because
several other tests also have large e-values, making the selected step-up index fairly large.
The team now freezes test 1 but collects more data for tests 2–5, which concern unrelated
products or outcomes. Some of those e-processes fall. When e-BH is recomputed, the selected
step-up index can shrink enough that test 1 is no longer rejected, even though its own e-value
has not changed at all.
This order-dependence is the phenomenon highlighted by Tavyrikov, Goeman, and De Heide
(2026). Persistence also matters operationally: it affects whether a sequential multiple-testing
method can be used as a stable decision system.

Question

Should scientific discoveries ever be allowed to disappear when more data arrive? In ordinary
science, changing one’s mind after new evidence is healthy. In an operational multiple-
testing system, revoking a decision can be costly. Is “persistence” a statistical virtue, a
decision-theoretic requirement, or sometimes a scientific vice?

26 Dynamic e-closure: two axes of sequentiality

There are two distinct ways a multiple-testing problem can be sequential:

1. Anytime-valid evidence: the evidence for an existing hypothesis evolves with more data.

2. Online hypotheses: new hypotheses themselves arrive over time.

These are often conflated under the word “online”, but they create different mathematical
problems.

Fixed hypothesis family New hypotheses arrive
Fixed-time evidence classical/e-closure online multiple testing
Evidence evolves anytime-valid multiple testing dynamic e-closure

Dynamic e-closure studies the bottom-right corner: new hypotheses can be introduced while
evidence for old hypotheses continues to evolve and may be inspected at arbitrary global stopping
times (De Heide 2026).

Useful terminology is:

• online: hypotheses arrive over time;

• anytime-valid: evidence can be stopped at data-dependent times;

• simultaneous: several candidate reported sets are certified at once;

• persistent: a set certified now remains certified later.

Let mt be the number of hypotheses active by time t, and define the active true-null set

Nt = {i ∈ [mt] : P ∈ Hi}.

For one selected rejection path, a stopped-FDR target asks that for every stopping time τ with
respect to the global filtration,

E [FDPNτ (Rτ )] ≤ α.
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Dynamic e-closure proves a stronger simultaneous version in which the maximum is also taken
over all candidate sets certified at the stopping time. A still stronger pathwise expectation is of
the form

E
[
sup

t
FDPNt(Rt)

]
≤ α,

again with a simultaneous version over certified sets. This is the SupFDR-type target used in
the dynamic theory.

The main challenge is that the active true-null intersection at τ is random in two ways: the data
determine when we stop, and the time determines which hypotheses even exist. Dynamic closure
therefore needs consistency not only across data time but also across hypothesis horizons. Future-
extension coherence is the condition that allows a certificate for today’s intersection to remain
compatible with tomorrow’s enlarged hypothesis family. With additional time-monotonicity,
persistent SupFDR guarantees become possible (De Heide 2026).

Research frontier: projective consistency of e-mergers

Suppose an intersection e-variable is built by merging the elementary e-variables in that
intersection. When a new hypothesis appears, the old intersection may be represented in the
larger system by padding with the constant e-variable 1. For realized inputs, this corresponds
to padding by the neutral e-value 1. It is tempting to demand

FS∪{j}(xS , 1) = FS(xS).

Fixed-dimensional validity of each merger is not enough: the family of mergers must fit
together across dimensions.
For the class of pointwise arbitrary-dependence mergers studied in the dynamic theory,
imposing admissibility and cross-horizon coherence is highly restrictive: coherent families are
forced into a global weight structure, and nontrivial symmetric families can fail to exist on a
countably infinite hypothesis universe (De Heide 2026).

Question

Why should padding by the neutral e-value 1 matter? If a method’s answer about today’s
hypotheses changes merely because an irrelevant hypothesis is added tomorrow with evidence
exactly equal to 1, is that necessarily a defect? Can you imagine a setting where it would be
defensible?

27 Shared controls and the common-filtration problem

Platform trials often compare several treatment arms with a shared control arm (Woodcock and
LaVange 2017). Each treatment–control comparison may admit a natural e-process. But the
data monitoring committee sees all arms, and recruitment or stopping in one arm can depend on
what happens elsewhere.

This returns us to the warning from Lecture 1. A process proved valid in its own arm-wise
filtration need not remain valid for stopping times in the richer global filtration. Shared controls
make the issue especially concrete: the same control observations influence several evidence
processes, and decisions in one comparison can reveal information about another.

Dynamic e-closure therefore requires genuinely global constructions or explicit common-filtration
validity; separate validity of the local processes is not sufficient (De Heide 2026; Pérez-Ortiz et al.
2024).
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Question

Suppose every treatment arm in a platform trial has a beautiful, optimal e-process against
its shared control, but no common filtration is found under which all are valid. Would you
rather replace them by less powerful globally valid processes, or preserve the local processes
and restrict the monitoring rules? Which choice is scientifically easier to enforce?

28 Summary

The three lectures can be summarized by one progression.

e-variable E
EP E ≤ 1

e-process
valid at stopping times

classical closure
local tests → FWER/FDP tails

e-closure
local e-certificates → expected loss

dynamic e-closure
time + arriving hypotheses

The recurring design principle is to construct valid local certificates. When the certificate
is constructed as a meaningful e-variable for an intersection hypothesis, its realization can also
be interpreted as local evidence. Closure then supplies the global error guarantee. Better
local modelling gives power; stronger simultaneous statements give flexibility; coherent process
constructions give sequential validity.

Key idea

The expectation structure of e-variables lets them act as modular certificates beyond the
optional-stopping application. That modularity connects single-hypothesis evidence, sequen-
tial inference, merging, multiple testing, closed testing, and open-ended experimentation in
one language.

Final question

Imagine you are designing the statistical system for a scientific field in 2035. Data arrive
continuously; hypotheses are proposed by humans and AI systems; some claims are confirma-
tory and others exploratory; investigators want to inspect, filter, and revisit results. Which
parts of the analysis should remain prespecified, and which could be chosen post hoc? What
mathematical guarantees would you require for that flexibility?
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A Measure-theoretic and probabilistic background

This appendix collects the measure-theoretic notation used in the lectures.

A.1 Measurable spaces and probability measures

A measurable space is a pair (Ω, F), where Ω is the sample space and F is a sigma-field of events.
A probability measure P assigns probabilities to events in F .

A statistical model M is a collection of probability measures on the same measurable space. A
hypothesis H ⊆ M is a set of distributions.

This set-based notation is useful for composite nulls. For example, if X ∼ N(µ, σ2) and the null
is µ = 0 with unknown σ, then

H0 = {N(0, σ2) : σ > 0}.

A.2 Random variables and expectation

A random variable is a measurable map from Ω to a measurable state space. For a nonnegative
random variable X, EP [X] is always defined in [0, ∞]. This is one reason the nonnegativity
requirement in the definition of an e-variable is convenient.

The phrase “P -almost surely” means that an assertion may fail on a set having P -probability
zero.

A.3 Conditional expectation

If G ⊆ F is a sub-sigma-field, then
EP [X | G]

is the conditional expectation of X given the information in G. It is itself G-measurable.

The tower property says, under the usual integrability conditions,

EP [EP [X | G]] = EP [X].

More generally, if H ⊆ G,
EP [EP [X | G] | H] = EP [X | H].

This identity is the engine behind multiplying sequential conditional e-variables.

A.4 Filtrations and adapted processes

A filtration is an increasing sequence of sigma-fields

F0 ⊆ F1 ⊆ F2 ⊆ · · · .

Think of Ft as all information observable by time t.

A stochastic process (Xt) is adapted to the filtration if Xt is Ft-measurable for every t. In plain
language, the value of the process at time t can be computed from information available by then.
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A.5 Stopping times

A random time τ taking values in {0, 1, 2, . . .} ∪ {∞} is a stopping time with respect to (Ft) if

{τ ≤ t} ∈ Ft for every t.

Thus one can tell at time t, using only information currently available, whether stopping has
already occurred.

Examples include:

• the first time a statistic crosses a threshold;

• the first time recruitment reaches a prespecified number;

• the first time either of two monitored safety outcomes crosses a boundary, if both outcomes
are included in the filtration.

A time chosen by looking into future observations is not a stopping time.

A.6 Martingales and supermartingales

An integrable adapted process (Mt) is a martingale under P if

EP [Mt | Ft−1] = Mt−1.

It is a supermartingale if
EP [Mt | Ft−1] ≤ Mt−1.

A nonnegative supermartingale can be interpreted as a wealth process that has no positive
conditional drift under the null.

If Lt ≥ 0 satisfies
EP [Lt | Ft−1] ≤ 1,

then

Mt =
t∏

s=1
Ls

satisfies
EP [Mt | Ft−1] = Mt−1EP [Lt | Ft−1] ≤ Mt−1.

This is the standard multiplicative betting construction.

A.7 Markov’s and Ville’s inequalities

For a nonnegative random variable X, Markov’s inequality states

P (X ≥ a) ≤ EP [X]
a

.

Applying it to an e-variable with a = 1/α gives the basic e-test guarantee.

For a nonnegative supermartingale (Mt) with M0 ≤ 1, Ville’s inequality gives

P

(
sup

t
Mt ≥ 1

α

)
≤ α.

It can be proved by stopping the process when it first crosses the boundary and combining
optional-stopping ideas with Markov’s inequality.
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A.8 Absolute continuity and Radon–Nikodym derivatives

For probability measures Q and P , write Q ≪ P if every event with P -probability zero also has
Q-probability zero. The Radon–Nikodym theorem then gives a derivative

dQ

dP

such that
Q(A) =

∫
A

dQ

dP
dP.

In particular,
EP

[
dQ

dP

]
= 1,

which is why likelihood ratios are canonical e-variables.

A.9 A note on dependence conditions in multiple testing

The lectures mention independence, arbitrary dependence, and PRDS. The full definition of
PRDS is technical and not needed to understand closure. Roughly, PRDS is a positive-dependence
condition on the joint vector, imposed with respect to the true-null coordinates: increasing events
involving the full vector become no less likely as a true-null coordinate moves in the appropriate
direction. It is strong enough for the BH FDR theorem and includes many standard positively
correlated models; see Benjamini and Yekutieli (2001) and Hemerik (2026).

The validity of a multiple-testing procedure depends on its dependence assumptions. “Arbitrary
dependence” is a particularly strong robustness claim and often comes with a power price.

B Notation at a glance

Symbol Meaning
M statistical model: a collection of probability distributions
Hi elementary null hypothesis
[m] {1, . . . , m}
NP indices of the true null hypotheses under distribution P
R reported/rejected set of hypotheses
HS intersection ⋂i∈S Hi

VN (R) number of false discoveries, |R ∩ N |
FDPN (R) false discovery proportion, |R ∩ N | /(|R| ∨ 1)
FDR expected FDP
FWER probability of at least one false discovery
E, e e-variable / realized e-value
(Et) e-process
Ft information available by time t
ϕS binary local test of intersection HS

ES , eS local e-certificate indexed by S / its realized value
fS(R) loss if S were the true-null set and R were reported
Rf

α(E) e-closed family of certified rejection sets
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