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Where we are in the course

1. Evidence that survives looking
2. Multiple testing and closure

3. Recent developments and applications

E-values and Multiple Testing - Lecture 3 2/58



Menu for today

Clarifications: e-values, relation to other paradigm, tests, and anytime validity
E-closure continued: post-hoc guarantees and improved methods

Closed BH and permutation FDR

Carefree multiple testing with e-processes

Dynamic e-closure: online hypotheses and evolving evidence

ISANLE S .

Clinical-trial applications

Which kind of adaptivity matters most in your own work: choosing the stopping time, choosing
the reported set, changing the hypothesis family, or redesigning the experiment?
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1. Clarifications



Every binary test is a special case of an e-value

A level-a test may be written as For every level-a test,
¢ €[0,1], sup Ep[d] < a. £_ 1)
PeHy -
@
Classical binary tests have ¢ € {0, 1}. is an e-variable bounded by 1/a.
Conversely, every e-variable with E < 1/«
gives the test ¢ = aE.

An e-variable satisfies
Special cases

E >0, sup Ep[E] < 1.
PeH,

binary C continuous <— bounded e-values.

General e-values remove the upper bound.

Koning (2024); Koning and van Meer (2026)
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Every fixed p-value rejection can be recovered

A precise fixed-level statement

Let p be a valid p-variable for Hy. For a fixed level « € (0, 1], define

(ba = l{p < a}v (B = ¢o¢/a'

Then E, is an e-variable for Hy, and

E.>1l/a <= p<a

What this says and what not

This is a behaviour-preserving embedding for one prechosen «. It is usually a two-valued,
a-dependent e-variable. It is not the same as finding one e-value whose reciprocal is the
original p-value.
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A tiny example: recovering a fixed-level decision

Ordinary p-value output Embedded e-value at alpha 0.05

Suppose a classical analysis reports Define
p = 0.031. R 0053
005 0.05
OAtOleViildO:)ejn%SS’ L iefacia, A el @ = Here Eggs = 20, so thresholding at
Y i 1/0.05 = 20 gives the same rejection.

Point of the example

The embedding is exact for the chosen decision rule, but it has thrown away the difference
between p = 0.049 and p = 108, Recovering behaviour is not the same as preserving all
evidential information.
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Koning's insight: post-hoc p-values are reciprocals of e-values

Post-hoc choice of the level

Ordinary validity controls rejection at each pre-specified level. Koning asks for a stronger guarantee
when the level itself is chosen after seeing the data.

Characterization

A nonnegative random variable p is a post-hoc p-value precisely when
sup Ep[l/p] < 1.
PeHy

Equivalently, E = 1/p is an e-variable.

Meaning

The reciprocal e-value scale is exactly what is needed to let the analyst inspect the data and then
choose the reported significance level without average size inflation.

Koning (2023), arXiv:2312.08040
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Ordinary p-values are usually not post-hoc p-values

Uniform p-value under the null

If p ~ Unif(0,1), then it is a perfectly valid ordinary p-value:

But the reciprocal is not an e-value

E[1/p] = /0 %du ~ 0.

So p is not a post-hoc p-value in Koning's sense.
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Anytime validity can be induced from a terminal test

Koning—van Meer construction

Start with a binary level-« test at horizon N under a simple null Py:
on € 40,1}, Ep,[én] < a.

Let F; = 0(Xi, ..., Xt) be the information after t observations and define
¢r = Epy[on | Fil, t<N.

Then (¢¢) is a martingale and
Ep, [¢T] <o

for every stopping time 7 < N.

Because ¢y is binary,

¢¢ = Pp,(final test rejects | Fy).

The induced process is usually continuous-valued before N, but at N it recovers the original test.

Koning and van Meer (2026)
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Example: sequentializing a fixed-sample z-test
Let X; ~ N (6,1) and test Hp : 6 = 0 against § > 0. The usual fixed-sample test at horizon N is

N

¢v=1Sy >z oVN}, Sy=) X

i=1

Induced sequential test

Under Hp, conditional on F,,,

Sn | Fo ~ N(Sa, N = n).

Thus for n < N,
¢n _ é(zl—a\/ﬁf 5n> .

VN —n

At n = N, this collapses to the original reject/non-reject decision.

The value at time n is the null-conditional probability that the final z-test will reject if the remaining observations behave
according to the null.
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Koning—van Meer: optional continuation

¢
Second insight

Stop an anytime-valid test (¢;) at o.

Its realised value ¢, may be used as the conditional

level for a follow-up test 1): i
Ep[¢ | Fol < ¢o- new test
at level ¢,
Then

]EPO [@b] < EPO [¢<T] < o

So optional continuation preserves the original level.

The terminal test may be binary. Conditioning usually creates intermediate values 0 < ¢, < 1,
which make nontrivial continuation possible.

Koning and van Meer (2026).
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Classical paradigms as special or boundary cases

Paradigm How it appears in the e-value language

Neyman—Pearson Binary level-a tests become bounded e-values by rescaling.

tests

Fisherian p-values Fixed-level rejection behaviour can be embedded; post-hoc p-values
are reciprocals of e-values.

Likelihood ratios For simple P versus Q, dQ/dP is an e-variable under P.

Bayes factors Marginal likelihood ratios are e-variables when the null-side expecta-

tion is controlled.

Common language

The same e-value mathematics contains familiar error-probability tests, likelihood-ratio evi-
dence, and Bayes-factor constructions as special or boundary cases. This makes it possible to
compare and combine ideas across traditions using one validity language.

Griinwald, de Heide and Koolen-Wijkstra (2024); Koning (2023); Koning and van Meer (2026)
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2. E-closure continued



E-closure recap

Local objects

For S C [m], let Hs = (\;cs Hi. An e-collection provides local evidence Es; it is enough that each

Es is an e-variable for Hs.

Closure constraint

For loss fs(R), certify

Rao(E) ={R C [m] : fs(R) < aEs for every S C [m]}.

If N is the true-null set, its constraint gives fy(R) < aEp, hence E[fy(R)] < a.

FDR example

Take fs(R) = |[RNS|/(JR| V 1). Then every certified R has FDR at most «, and the guarantee can
hold simultaneously over the whole certified family.

Xu et al. (2025, rev. 2026)
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Which loss is being controlled?

Target Loss for true-null set N and rejection set R

FWER fn(R) = 1{|[RN N| > 0}.

PFER fn(R) =|RNN|.

FDR fn(R) = FDPn(R) = |RNN|/(JR| V 1).

Weighted FDR u(R) = X pon Wi/ (e wi V 1),

FDX at vy fn(R) = 1{FDPn(R) > ~}.

True discoveries Certify a lower bound on |R\ N| by choosing losses indexed by candidate

lower bounds.

The local evidence and the loss function together define what is being certified.

Xu et al. (2025, rev. 2026), Section 3 and Appendix E
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The theorem to remember: necessary and sufficient

Representation principle

Fix a nonnegative loss fy(R) and a level & > 0. A simultaneous discovery collection R controls
expected loss if

< o
Ep Lr?nea?é fN(p)(R):| <o forall P

The e-closure theorem says: this holds if and only if, up to containment, there is an e-collection E
such that

R C R (E):={RC[m]: fs(R) < aEs for all S C [m]}.

The theorem characterizes expectation-loss-controlling procedures: e-closure is an overarching rep-
resentation principle for multiple testing.

Xu et al. (2025, rev. 2026), Theorem 6; Sonnemann (1982, 2008) for classical closure.
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Post-hoc flexibility I: choose the discovery set

Simultaneous expected-loss control

E-closure gives a family R, (E) of certified rejection sets with

< a.
=2 |t )] <o

For FDR, fy(R) = |R N N|/(|R| v 1).

Concrete use

After seeing all data, the analyst may choose a certified gene list, a pathway subset, a filtered volcano-plot
subset, or a neuroimaging cluster. The choice is valid because it is made inside the certified family.

Xu et al. (2025, rev. 2026), Section 8.1; Ebrahimpoor and Goeman (2021)
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Post-hoc flexibility 1l: switch between losses

One e-collection for several error metrics

For a family F of losses, e-closure can certify

Ep |su max f R)| <a.
P |sup o, fue)(R)| <

So the analyst may choose the loss and the set after seeing the data, provided both choices are
covered by F.

Switch from FWER to FDR if there is little signal.

Xu et al. (2025, rev. 2026), Theorems 39 and 41.
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Post-hoc flexibility 1ll: choose the nominal level

Level-flexible guarantee

Under an additional condition, e-closure can control the normalized loss over levels:

f R
Ep {sup sup max M} <1
a>0feF RERL(E) «

Then a data-dependent choice (&, f, R), with R € %Q(E), satisfies

Ep [?—N(P)(R))/OA‘} L1

The e-collection used for this statement must not itself a function the level. For p-to-e calibration,
the calibration level is part of the evidence design.

Xu et al. (2025, rev. 2026), Definition 46 and Corollary 47
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More power via restricted combinations

Logical structure can be used

Sometimes not every truth pattern is possible. Examples: hierarchical hypotheses, closed testing
with structured endpoints, or pathway hypotheses where a parent null implies child nulls.

Closure message

If a subset S cannot be the true-null set under the scientific constraints, its local constraint need
not be treated in the same way as a feasible intersection. This can increase power while retaining
the same global guarantee.

Why e-closure matters here

The classical restricted-combinations idea was mainly used for FWER and FDP-tail control. E-
closure extends the same design logic to expectation-based losses, including FDR.

Shaffer (1986); Goeman et al. (2021); Xu et al. (2025, rev. 2026), Section 9.
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Improving existing methods — results from the e-closure paper

Which procedures improve?

Old method Closed version What improves

eBH eBH power and simultaneity
Benjamini-Yekutieli BY power and simultaneity
Su (2018) Su power and simultaneity
BH, as represented in Xu et al. BH no nontrivial gain
Knockoffs closed knockoffs  simultaneity

General message

Many known expected-loss procedures are not closed yet. Closing can make them uniformly
stronger, or show precisely why a particular construction cannot improve them.

Xu et al. (2025, rev. 2026), Table 2.
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Closed BY: example gains from the Xu et al. table

Dataset m BY BY gain
NAEP 34 6 8 +2
PADJUST 50 12 15 +3
PVALUES 4289 129 145 +16
VANDEVIJVER 4,919 614 677 +63
GOLUB 7,128 617 648 +31

Discoveries at & = 0.05. The gain is pathwise: the closed method never rejects fewer hypotheses
than the original construction, and often rejects more.

Xu et al. (2025, rev. 2026), Table 1
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3. Closed BH and permutation
FDR



Closed BH: uniformly improving BH

Theorem (Goeman, 2026)

Under PRDS, closed BH controls FDR at level « and, for every realised p-vector,
Rpn C Repa-

Thus the improvement is pathwise: closed BH never rejects fewer hypotheses than BH.

Where the gain comes from

BH keeps only its final step-up crossing. Closed BH uses sharper local evidence for intersections,
so very strong small p-values can support additional rejections.

PRDS is sufficient; the proof can also be stated under a weaker procedure-specific calibration condition.

Goeman (2026), arXiv:2606.01854.
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Closed BH: real-data gains

a = 0.05 a=0.10
Dataset m BH closed BH BH closed BH
NAEP 34 11 12 12 15
PADJUST 50 20 21 21 22
PVALUES 4,289 767 801 1139 1214
VANDEVIJVER 4,919 1340 1412 1728 1856
GOLUB 7,128 1249 1275 1605 1688

Interpretation

Largest gains occur when many nulls are false: precisely where ordinary BH's conservativeness at
roughly moa leaves room.

What is not gained

Goeman's closed BH primarily improves power. lts simultaneity is restricted to sets of the same size
as the closed-BH rejection set.

Goeman (2026)
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Permutation FDR: local evidence for each intersection

One statistic per intersection

Let G be a finite transformation group and X = {og = id, 01,...,08}. For every transformation
compute marginal p-values p?. For S C [m], use Simes only as a test statistic:

|S|p(0j:5)
1<i<ls) j

Permutation calibration

Compare the observed value with the transformed values:

B o i
pperm _ Zb:o l{st S Qsd}
s B+1 '

The usual PRDS theorem for Simes is irrelevant here: local validity comes from the permutation
symmetry for Hs.

Tsafack Nzanguim, Mingam, Goeman and de Heide (2026); Hemerik and Goeman (2018).
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Permutation FDR: from symmetry to FDR

Local validity theorem

If the required transformation invariance holds under the intersection null Hs, then the permu-
tation rank construction gives a valid local p-value pg“™™ for Hs. No independence, PRDS, or
PRDN assumption on the coordinate p-values is needed.

Then e-closure does the global work

Calibrate each local p-value to an e-value, for example with the Su calibrator,
E2™ = (£up2°™ V )7L, lo = —W_1(—a/e),

and apply the FDR e-closure rule to the resulting e-collection.

Pipeline: symmetry for each Hs = local permutation evidence = e-closure = FDR control.

Tsafack Nzanguim, Mingam, Goeman and de Heide (2026), SAVI poster; Xu et al. (2025, rev. 2026).
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4. Carefree multiple testing

Fixed hypotheses, evolving evidence, and no regret from collecting
more data.



Fixed family, evolving evidence

There are fixed hypotheses Hi, ..., Hn. For each i, evidence evolves as an e-process (E;j ¢)¢>o-

One safe route

Stop each process at a valid stopping time, obtain e-values E; ;,, and apply an e-value multiple-
testing procedure such as e-BH.

But scientists keep looking

If evidence for one hypothesis continues to change after another is already rejected, ordinary
eBH on current values can lose earlier rejections. The output may depend on the order in
which unrelated data were gathered.

Tavyrikov, Goeman and de Heide (2026)
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A two-hypothesis example where e-BH is not carefree

Sort e-values decreasingly. The step-up thresholds are
2 1
Epy>——=4 Epp > —— = 20.
b= 505 = 4 = 505 =20

If E[2] > 20, both hypotheses are rejected.

E =21, E =21

Then Epp = 21 > 20, so both are rejected.

Tuesday after collecting more data for hypothesis 2

E =21, E=5.

Now Ej;p = 21 < 40 and Epp = 5 < 20, so e-BH rejects nothing. Hypothesis 1 lost its rejection although its own
evidence did not change.
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The carefree requirement

Carefree principle

Collecting more data should not make an already available discovery disappear merely because another
evidence stream changed.

Persistent evidence remembers past peaks

A natural object is the running maximum

Mi,t = sup Ei,57

s<t

S0 a past crossing remains visible.

The obstacle

Mi;.+ is generally not an e-process, and sup, E; ; is generally not an e-value. Ordinary e-BH therefore
cannot simply be applied to the maxima under arbitrary dependence.

Tavyrikov, Goeman and de Heide (2026), Electronic Journal of Statistics 20(2), 3178-3189.
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Carefree route 1: adjust the running maxima

FDR-sup target

Let V; = sup, Ej ;. A carefree target asks for a persistent rejection set based on the maxima, not only on the
current values. Naive e-BH on (V;) can fail under arbitrary dependence because V; is not generally an e-value.

Adjustment theorem

Let A be an adjuster, for example an increasing function satisfying

Then A(V;) is an e-value under H;, so e-value multiple-testing methods can be applied to the adjusted maxima.

This route buys persistence and arbitrary-dependence validity, but the adjustment can be conservative.

Tavyrikov, Goeman and de Heide (2026); Vovk and Wang (2021).
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Carefree route 2: use a tail bound directly

Let (Ef)e, k=1,..., K, be e-processes and put V) = sup, EX. If E[EX] < a, for every stopping time 7, then under arbitrary

dependence
K 2Hx K K1
P ;vk>x gT;ak, HK=Z;;.

Local evidence for an intersection

For Hs with s = |S|, all ax = 1 under Hs, hence

2sH,
]P’H5<ZV1<> q )Sq

kes

This gives a valid level-q local test for Hs, usable inside closure.

The normalized sum of running maxima is not itself an e-value: the result is a tail bound, not an expectation bound.

Tavyrikov, Goeman and de Heide (2026), ongoing work
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5. Dynamic e-closure



Online methods: only the arrival axis

Online multiple testing

Hypotheses Hy, H,, ... arrive over time. At step t, the decision for H; uses present and past
information, but not future hypotheses.

Online closure

Fischer, Bofill Roig and Brannath extend closed testing to online FWER control. Their online
closure principle characterizes online FWER procedures and gives shortcuts under consonance.

Simplification

This is already sequential, but it is only sequential in the hypothesis index. It does not by itself
solve the problem where evidence for old/current hypotheses is also monitored continuously.

Fischer, Bofill Roig and Brannath (2024).
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Two axes of sequentiality

Fixed hypotheses New hypotheses arrive
Fixed-time evidence classical closure / e-closure  online multiple testing
Evidence evolves anytime-valid multiple dynamic e-closure
testing

Terminology

Online: hypotheses arrive over time. Anytime-valid: evidence can be stopped at data-
dependent times. Dynamic: both happen at once.
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The genuinely dynamic case

Two kinds of randomness meet

At a global stopping time 7, the active true-null intersection is random because:
1. the data determine when we stop;

2. the stopping time determines which hypotheses even exist.

Not enough

It is not enough that every fixed intersection has an e-process. We also need compatibility
across hypothesis horizons, and the processes must be valid for the global filtration used by
the monitoring rule.

de Heide (2026).
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A platform-trial timeline

arm A opens interim look arm B opens arm A stops report

: : } . : > calendar time

Ha

Hg

control

At the interim look, only Hp exists. Later Hg enters while evidence for Hs and the shared
control continues to matter. The final report may be chosen at a data-dependent calendar
time.

Multiplicity is not fixed in advance

The active family /; changes, the evidence processes evolve, and the monitoring rule sees a
common global filtration.
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Localization

The tempting but invalid shortcut

For each fixed S, suppose (E7); is a valid e-process. At a global stopping time 7, the active true-null set
N-(P)={iel :PeH}

is random. We cannot simply plug S = N.(P) into a guarantee proved for each fixed S: the selected intersection is
correlated with the stopping rule and with the evidence.

Localization fixes this

Future-extension coherence lets us construct the single stopped object
Z:(P) = 1{N(P) # 2} "7

with Ep[Z-(P)] < 1 for every a.s.-finite global stopping time 7.

Localization turns a data-dependent choice among many intersection processes into one globally valid process along
the realised path.

de Heide (2026), localization lemma
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Dynamic e-closure objects

Objects What closure does at time t

» active hypothesis set /; Take every candidate report and ask: would
its claimed false-discovery loss be compati-

true active set N:(P); . ) .
«(P) ble with the evidence against every relevant

>
» a family of candidate reports at time t;
>

intersection?
intersection e-processes E? for possible A set is certified only when all those local
intersections. checks pass. At one fixed time this resembles

ordinary e-closure; the new work is making
the certificates agree across stopping times
and expanding hypothesis horizons.

Future-extension coherence links different horizons; time-monotonicity gives the extra struc-
ture needed when certificates themselves should persist over time.
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Dynamic e-closure theorem: stopped FDR

Forward theorem

Let E be a future-extension coherent dynamic intersection e-process collection. Then, for
every data-generating distribution P and every almost surely finite global stopping time 7,

E FDP R)| <qa.
P R max(E) N_,_(p)( ) S o

o, T

Consequence

Any F,.-measurable selection from the certified family controls stopped FDR.

Proof idea

At 7, apply the closure constraint for the active true-null intersection, then use a localization
lemma to compare this random intersection with a fixed terminal one.
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Persistent dynamic e-closure

With time-monotone certificates

If E is future-extension coherent and time-monotone, then

Ep |sup max FDP R < a.
g tzgRemQ)t(E) Nt(P)( )| <

Moreover, the certified families are setwise persistent: once a set is certified, it remains
certified later.

Representation theorem

Conversely, procedures controlling the corresponding simultaneous stopped-FDR or SupFDR
criteria can be represented, up to containment, by coherent dynamic e-closures.

de Heide (2026), extending Xu et al. (2025, rev. 2026)
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Projectivity and neutral padding

What “projective” means here

When tomorrow’s hypothesis family contains today's as a subset, the merger used tomorrow
should reduce to today’'s merger if every newly added coordinate carries neutral evidence 1. In
words: adding an uninformative future hypothesis should not rewrite past merged evidence.

Averaging fails this test

For the ordinary mean merger Fs(xs) = [S|7* >, . Xi,

F{l}(].O) =10, F{1,2}(107 1) =5.5.

The neutral new coordinate changes yesterday's evidence. Hence the family of averaging mergers
is not projective across growing horizons.

de Heide (2026), dynamic e-closure preprint.
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Pointwise mergers across growing horizons

An arbitrary-dependence e-merger is an increasing map F : [0,00)X — [0, 00) that maps any K
possibly dependent e-variables to an e-variable.

Growing horizons: projective family

For mergers (Fs)s indexed by finite sets, neutral padding requires

Fsugy(xs,1) = Fs(xs).

Thus the rule at a larger horizon genuinely extends the rule used earlier.

Key distinction

Every Fs can be a valid fixed-dimensional merger while the collection (Fs)s still fails projectivity.
Dynamic closure needs both kinds of compatibility.

de Heide (2026); Wang (2025) for fixed-dimensional e-mergers.
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A rigidity phenomenon

Negative result

For admissible pointwise arbitrary-dependence mergers, all-subset projective compatibility
is highly restrictive. The finite-dimensional weights must be restrictions of one globally
summable weight sequence.

Symmetry problem

On a countably infinite hypothesis universe, this rules out nontrivial fully symmetric projective
merger families of this kind.

Should a method treat all future hypotheses symmetrically? Or is it acceptable, even necessary,
to reserve a summable budget across an infinite future?

de Heide (2026); Wang (2025) for fixed-dimensional e-mergers.
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A practical dynamic-design recipe

Specify the global filtration: what information can the monitoring rule use?
Construct coordinate or intersection evidence valid under stopping in that filtration.
Choose a horizon-coherent merger family for intersections.

Apply deterministic closure constraints at each active horizon.

ARl A

Add time-monotone certificates if SupFDR or persistence is required.

Difficult methodological questions

Powerful global evidence, projective merging, persistence calibration, and computation are
still open design problems rather than mere technicalities.
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6. Clinical-trial applications



Simon two-stage designs: the classical template

Phase-1l binary endpoint

Test
Ho:p<py against H;:p>py,

where p is a response probability.

Stage 1 enrolls n; patients. If responses are too few, stop for futility. Otherwise enroll up to n
patients and reject Hy only if the total response count exceeds a final cutoff.

Optimization

Choose (ny, r1, n, r) to satisfy type-l and type-Il constraints. Simon's optimal design minimizes
expected sample size under low activity; the minimax design minimizes maximum sample size.

Simon (1989)
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A simple e-process for the same binary problem

Likelihood-ratio e-process

For Ho : p < po and chosen alternative p; > pg, define

T\ (1= p 'Y
£ _
s-1(G) (=5)

Jj=1

For every p < py, this is an e-process for Hp.

Stopping rule

Reject for efficacy once

ET > 1/a = 20.

A reverse likelihood-ratio process can provide evidence for futility relative to p > py, with threshold 1/3 = 5.

Connection to Simon

Simon fixes at most two analysis times. The e-process keeps the same binary endpoint but permits more flexible
monitoring and optional continuation.
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Why Simon is a good safe-testing project

Statistical clarity Adaptive inference issue

» one binary endpoint; The final data were collected through a two-
stage adaptive rule. Estimates, p-values,
and confidence intervals should account for
that sampling plan.

> explicit efficacy/futility decisions;
» exact finite-sample calculations;
>

expected sample size is clinically
meaningful.

E-value redesign

An e-process can support early stopping for efficacy, evidence for futility, and optional con-
tinuation. The design goal is not “beat Simon everywhere”, but understand the trade-off
between flexibility, maximum sample size, and expected sample size.

Koyama and Chen (2008); Simon (1989)
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Pilot and feasibility trials: one idea

The usual split

A pilot is used to learn about recruitment, variability, toxicity, feasibility, or an early efficacy
signal; the definitive trial is then treated as a fresh confirmatory experiment.

E-process alternative

If the pilot is genuinely the first part of the same target experiment, start an anytime-valid
evidence process with the first patient and continue it into the definitive phase. Early data
can guide continuation while their confirmatory evidence need not be discarded.

Boundary

If the pilot changes the estimand, endpoint, population, intervention, or measurement process,
it may no longer be legitimate to regard both phases as one evidence process.

de Heide (2026), SAVI clinical-trials poster; work with Luijten and van der Noort.
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Platform trials fit naturally into e-closure

Platform structure

Several treatment arms may be compared with a shared control. Arms can enter, stop, or
adapt over calendar time.

Why closure helps

» Many treatment-control hypotheses are active at once.
» Intersection evidence can encode shared controls and multiplicity.

» Certified rejection families can support post-hoc scientific reports.

Main obstacle

The data-monitoring committee sees the global trial. E-processes valid only for separate arm-
wise filtrations may not be valid for globally adaptive stopping rules.

Woodcock and LaVange (2017); de Heide (2026)
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Open problem: staggered entry in survival analysis

The problem

Patients enter over calendar time. At an interim look, early entrants may have long follow-up while
recent entrants have almost none. Risk sets, censoring and information therefore evolve asynchronously.

Why this is subtle for anytime-valid inference

A trial-level stopping decision is made in calendar time: it may use all currently observed survival
data, recruitment, toxicity, and information from other arms. A process proved valid only in a simpler
patient-follow-up filtration need not automatically be valid for that richer monitoring rule.

Open problem

Construct practically useful survival e-processes that are valid in the relevant global calendar-time
filtration, including staggered entry and adaptive platform monitoring.

Griinwald, Ly, Perez-Ortiz and Ter Schure (2021); Brunekreef, Menezes and de Heide (2026), ongoing work
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